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INTRODUCTION

It is a mystery that APL is more than 20 years old and there are
no APL textbooks which treat the reader as if he or she has some
understanding of the language. The introductory APL textbooks
available are excellent at accomplishing their objectives. However,
they leave the novice APL programmer stranded in the real world. The
novice APlLer has the tools but not the techniques, the knowledge but
not the experience.

This book picks up where introductory APL textbooks leave off. 1Its
goal is to build your experience quickly by exposing you to
applications of APL. This is accomplished by presenting real world
problems and their APL solutions.

Most sections of the book begin with the presentation of a problem.
You should read the problem and formulate a solution to it, given
your knowledge of APL. Then read on. The problem is followed by a
"good" APL solution. Compare it to yours. If different, learn from
the differences.

Each chapter is followed by a set of problems. The purpose of the
problems is to confirm your understanding of the material presented
in the chapter. You will reinforce that understanding by working on
the problems. The solutions to the problems are in the back of the
book.

Some of the most valuable material in the book is presented as
utility function solutions to problems. Therefore, you should at
least scan the problems and solutions after reading each chapter,
even if you feel you need no reinforcement.

The book assumes you understand the APL primitive functions. If you
encounter a primitive function with which you are unfamiliar, look it
up in an introductory APL textbook. Though the book does not assume
you are using any particular implementation of APL, it does make
specific references to three versions: APL2, APL*PLUS, SHARP APL.
APL2 is a product of IBM; APL*PLUS is the trademark of a product of
STSC, Inc.; SHARP APL is the trademark of a product of I. P. Sharp
Associates, Ltd.

If you are using a different implementation of APL, the material in
the book will still be pertinent. Only one primitive function is
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INTRODUCTION

assumed which you may not have: replicate (/). If your version of
APL supports compression but not replicate, i.e. generates a DOMAIN
ERROR on 3/4, you will need to substitute your own replicate
function, say REPL, whenever replicate is used. The listing of one
such REPL function is included at the end of this Introduction.

Most experienced APL programmers collect a set of their favorite
utility functions. These utility functions are used to increase
programmer productivity by solving the same problem over and over
again. This book contains and describes more than 150 commented
utility functions. These functions are available on a floppy disk.
See the Postscript at the end of the book.

Notice the workspace ID (WSID:) displayed above the header of the
REPL function below. The WSID refers to the name of the workspace in
which the REPL function may be found. This convention is used
throughout the book. Every function for which a WSID is provided is
available on floppy disk.

In several sections of the book, you are asked to imagine extensions
to the APL language. Each extension is then implemented via a
utility function. These imaginary extensions to APL are intended as
instructive and mnemonic devices to help you to quickly understand
and remember the definition of the utility function. Please do not
misinterpret my intent. I do not seek to have these extensions
implemented in the current versions of APL. In some cases, the
extensions are half-baked or are inconsistent with existing APL
conventions. No matter. Use them as they are intended. Allow
yourself to imagine the extension and then view the utility function
as the implementation of that extension.

There is much emphasis in the book on efficiency considerations. A
chapter is devoted to the topic. 1In addition, relative efficiencies
of alternative algorithms are considered throughout the book.
Emphasis is placed upon efficiency because of its importance. At an
introductory level of APL, you can concentrate on the conciseness of
APL and on its elegance. But in the real world, the practical APL
programmer must take a blue collar approach.

Sometimes a concise and elegant algorithm requires much more
processing time than a somewhat more complicated algorithm. The
difference may be significant enough to make an application feasible
or infeasible depending upon the algorithm chosen. However,
efficiency does not need to come at the cost of clarity. If comments
are used generously and subfunctions used judiciously, you can have
the best of both worlds: fast, readable functions.

I solicit comments and suggestions about the topics, presentation and
utility functions contained herein. In fact, if you make a
suggestion that is incorporated into the text or utility functions of
the next edition of the book, you will receive a free copy of the
current version of the utility functions.
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[WSID: UTILITY]
Vv R¢B REPL V;I;N;P;T;0IO0
[1] A Emulates the replicate function (R¢B/V), where B
(2] A may be non-Boolean. Works for scalar/vector right
[31] A argument only.
[4]1 A Branch if right argument not a singleton:
(51 2(1#Nex/pV)pLl
[6] Re&(+/B)pV
[71 >0
[8]1 n Branch if left argument not a singleton:
[9] L1:>(1#x/pBlpL2
[10] Re¢,®(B,N)pV
[111 =0
[12] A Origin 0 logic is simpler:
[13] L2:0I0€0
[14]1 A Flag nonzero replication factors:
[151 PexB
(161 A Indices into V of values to replicate:
{171 Neé€pI€¢P/LN
[18] A Indices into result of starts of runs:
[19]1 Te+\P/B
{201 A All-zero vector with length of result:
[21] Re(T1TT)p0
[22] A Insert 1st differences for subsequent +\:
(231 RINpO,T]1¢I-NpO,I
[24]1 A Replicate selected elements of V:
[25] ReVI+\R]
v



Chapter 1

LIMBERING UP

The purpose of this chapter is to give you an opportunity to
crack your knuckles and stretch you muscles on some APL problems. If
you have not used APL for awhile, you will want to spend some time
solving these problems. The effort will put your mind in the proper
APL orientation to get the most out of the book. If the solutions
are different from your own, spend some time studying them. Review
any primitive functions with which you are unfamiliar.

If you use APL daily and the problems seem simple to you, skip this
chapter altogether. (Solutions on pages 320 to 323).

1. What expression will change the value 645 in the vector AMOUNT to
8457

2. What expression will return the scalar 1 if all elements of the
numeric vector PREMS are between 100 and 500, and will return the
scalar 0 otherwise?

3. What expression will return the number of elements in the numeric
vector WEIGHT which are approximately equal to 247
"Approximately" means the numbers are rounded to the nearest
integer before comparing to 24.

4. What expression will return the number of elements in the matrix
MAT?
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5.

10.

11.

Given a variable ANS which represents a numeric scalar (say 56.5),
what expression will return the character vector 'ANSWER IS 56.5
YEARS'?

What expression will cause the character vector NAME to be
catenated as a new row of the character matrix NAMES, assuming
the number of elements in NAME is less than or equal to the
number of columns in NAMES?

What is the effect of the expression, =pl2 ?
A. Proceed to the next statement
B. Proceed to line 12
C. Proceed to line 1
D. Exit the function

E. RANK ERROR

Given an integer vector V of length 2xN, construct an N-element
vector R by adding the odd elements of V (1, 3, 5, ...) to the
even elements (2, 4, 6, ...) times 256.

What is the result of L/10 and why?

What is the meaning of -\VECTOR?

How do you resume execution of a function after an error has
occurred and been corrected?



Chapter 1 LIMBERING UP

12. What happens when closing function definition mode after editing
the header of a suspended function?

13. What is the meaning of A4AVECTOR?

l14.a. What expression describes the shape of the result of A+.xB?

b. If either argument is a scalar?

15.a. What expression describes the shape of the result of Ao.>B?

b. If either argument is a scalar?

16. What system function can be used to determine the amount of CPU
time consumed by an APL expression?

17. What expressions may be used to display the character vector
PROMPT and to allow the user to enter a response (R) on the same
line as, and following, the display of PROMPT?

18.a. What expression will construct a character matrix which will
generate N blank lines when displayed?
b. What expression will construct a character vector which will

produce the same effect?

19. What expression will cause all variables in the workspace to be
erased?
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20.a. What would you type before running the function MODEL to cause
the computer to stop before executing each of the lines 12 and 147

b. The following is a partial display of the function MODEL:

[11] TeA+2
[12]1 OQ€¢INTERPOLATE T
[13] TeT,Q

By executing MODEL with the stops specified above, the value of T
after the first stop is 6 11 13 and after the second stop is 6 11
10. What corrective action would you take?

21. What expression will return the number of lines in the function
CALC?

22. Given two vectors, V1 and V2, an INDEX ERROR is signalled by the
last of the following expressions:

IND«V11V2
GOOD¢IND=pV1
Ke(V1x1pV1)[GOOD/IND]

Why?



Chapter 2

BRANCHING AND LOOPING

Branching in APL is a paradox. The definition of the branch
function (») is simple but its application is not. 1In this chapter
we discuss applications of the branching function for: conditional
branching, multi-target branching and looping. Finally, the
efficiency considerations of looping in APL are discussed.

RV R VA VeV fa Ve W, VA, V] RV R VI VE V] LA VA VI, VI V] RV Ea Vi VE V] L e Vi VA, VT LA VI VI VR V] S

PROBLEM: Branch to the line labeled CALC if the value of the
variable X is greater than 5.

TOPIC: Conditional Branching

This problem requires a conditional branch statement. If the
condition (X>5) is true, you want the program’s flow of execution to
proceed to the line labeled CALC. If untrue, you want to continue at
the next statement. The conditional branch statement can be
expressed in many ways, the following being some of the more typical:

1. »(X>5)/CALC 4. =CALCx1X>5 7. =2(X=5)I{CALC
2. 2(5>5)pCALC 5. 3CALCI1X>5 8. »CALC UNLESS X=5
3. 2 (X>5)TCALC 6. CALC IF X>5

While all of these expressions appear to be adequate, there exist
subtle differences between them. Algorithm 1 (/) is the most
commonly used conditional branching algorithm. Algorithm 2 (p) is
the fastest. Algorithm 3 (1) is a graphic complement to algorithm 7
(). Algorithms 4 (x1) and 5 (l1) are more readable than algorithms
1, 2 and 3 since the word "IF'" may be read in place of the xu or [lt.
However, XU does not work in index origin 0 and L does not allow
branching to line 0 (i.e. exiting the function) in origin 1.

-8-



Chapter 2 BRANCHING AND LOOPING

Algorithm 6 (IF) is the most readable algorithm but requires the
existence of the subfunction IF (which is a problem if your function
must be self-contained) and is slightly slower than the other
algorithms.

Algorithms 7 (1) and 8 (UNLESS) require the logical negation of the
condition and so may be read as '"unless'". They may be used when the
condition is expressed in such a way that the opposite condition
requires the branch (e.g. = (MeMVEC)!APPEND instead of

+(~MeMVEC) /APPEND ). Algorithm 8 (UNLESS) has the same slight
disadvantages of algorithm 6 (IF).

Given such a variety of conditional branching algorithms, which
should you use? I prefer to use IF and UNLESS when extreme
efficiency and self-containment are unnecessary (most of the time).
Otherwise, I use p and !. Whichever algorithm you use, be
consistent. APL code is easier to read when conventions are used
consistently.

AUNUALAY AUNUAUAY NUAUAUAY T AUAUNUAY S AUAUAUAY D AUAUAUAY S AUAUALAY S AUASAUAS

PROBLEM: Branch to the line labeled CALC if the value of the
variable X is 4, to ENTER if X is 7, to STOP if X is 9 and
to LOOP if X is 10.

TOPIC: Multi-target Branching

This problem requires a multi-target branch statement. You want the
program's flow of execution to jump to one of four different
locations within the program depending upon the value of the variable
X. The branch statement can be constructed in many ways, the
following being two of the more typical:

1. »(X= 4 7 9 10)/CALC,ENTER,STOP,LOOP
2. »(CALC,ENTER,STOP,LOOP}[4 7 9 10 11Xl

In general, the first algorithm (/) is used unless the branch
variable (X) is an index value (1, 2, 3,...) which corresponds to the
index of the desired label in the list of labels. Then indexing ([1)
is used. For example, if the problem is restated such that X will
have the value 1, 2, 3 or 4, then use the expression:

2> (CALC,ENTER,STOP,LOOP) [X]
Notice that the first algorithm (/) actually causes a branch to one

of five locations, not four. The fifth location is the next

-9-
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statement and is reached when the condition is untrue for all values
supplied (e.g. if X is 6). This bonus branch location is not
available when using the second algorithm ([1) since an invalid
branch value (e.g. if X is 6) causes an INDEX ERROR. You may avoid
the INDEX ERROR by including an additional label to which the branch
should take place if there is no match:

2 (CALC,ENTER,STOP,LOOP,OTHER)[4 7 9 10 X1

The additional label not only prevents an INDEX ERROR but has a
possible advantage over the first algorithm (/) in that you are not
forced to drop through to the following statement when there is no
match.

Both algorithms cause a branch to the label corresponding to the
first true condition. In the above example, the conditional
expression (X= 4 7 9 10) may have at most one true condition.
However, if the expression is rewritten (e.g. X=4 7 9 10), there may
be more than one true condition (e.g. if X¢8), in which case only the
first true condition will be honored.

When using multi-target branching algorithms, it is easy to overlook
the fact that the expression

»(L1,L.2,L3,14,L5,L6,L7)LTYPE]
requires 8 primitive functions (»,,,,,,[1), not 2 (»[1). The
catenation commas are readily dismissed as mere aesthetic
punctuation. When extreme efficiency is important, the labels should
be catenated once, outside of any loops in which the multi-target
branching is being employed:

LABS¢L1,L2,L3,14,L5,L6,L7

LOOP:

o

>LABSI[TYPE]

->LO0OP

~ A A AN RV VI VY] Ea 0 Ve VI V) AU AL NS R e Vi VI, V) LAV VI VI RV VL VR V] R Ve T Vi V]
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Chapter 2 BRANCHING AND LOOPING

PROBLEM: Construct looping logic which will allow the function
PROCESS to be executed N times. The right argument of
PROCESS is I, where I is the index number of the iteration
(1, 2, 3,...,NJ).

TOPIC: Looping

The simplest looping logic is:

Iel
LOOP: PROCESS I
IeI+1

>LOOP IF I=N

However, this logic breaks down when N=0. The check for completion
is not made until after PROCESS has been executed at least once. A
safer, but less simple, set of logic is:

Iel

LOOP:>ENDLOOP IF I>N
PROCESS I

I¢I+]

=»LOOP
ENDLOOP:

Naturally, the conditional branch in both sets of logic above may be
replaced by any valid form of conditional branching (discussed above).

Notice the looping overhead which takes place within each iteration.
In particular, the counter (I) is incremented, a comparison (>) is
made and a conditional branch (-2ENDLOOP IF ...) is performed. When
extreme efficiency is important, some of this overhead can be removed
from the looping logic by precalculating the branch labels:

Iel
>LAB¢«(NpILOOP) , ENDLOOP
LOOP: PROCESS I

I¢I+1

>LABII]
ENDLOOP:

Notice that this logic works correctly for the N=0 case. This
looping logic is the most efficient possible. However, you should be
careful when using it. The shortcoming of this approach is that you
must have available workspace for the entire label vector. For
example, if you plan to iterate 5000 times, you must have room for a
5001 element integer label vector.

_11_



Chapter 2 BRANCHING AND LOOPING

There are two other rather unconventional algorithms for looping
which "loop'" without branching back. One involves the use of execute
(¢):

¢ (N2I¢1)/LOOP¢«'PROCESS I ¢ I¢«I+1 ¢ ¢(I=N)/LOOP’

(Note: ¢ is an APL statement separator and is not available in all
APL installations.) The other involves the use of a recursive
function:

LOOP N
where the function LOOP is defined as:

vV LOOP I
[11] ~»Ilo
[2] PROCESS 1+N-I
(3] ILOOP I-1

v

These two looping algorithms are confusing, inefficient and may cause
unexpected complications (e.g. STACK FULL or WS FULL).

Some extended APL systems which support nested arrays have a
primitive "iterating'" operator named '"each'" (7). The problem stated
above can be solved via:

PROCESS™"LN

This expression is significantly simpler and more efficient than the
sets of looping logic above. However, it has two drawbacks. The
first is the same drawback which the precalculated label vector logic
has, namely that you must have available workspace for the entire
vector of counter (I) values.

The second drawback is that this expression will not work (as is) if
N=0. A DOMAIN ERROR or NONCE ERROR will result because the nested
array system does not know what fill value (prototype) to associate
with the empty result of PROCESS, should it have a result. For
example, if the normal result of PROCESS is a character scalar for a
numeric scalar argument, you would expect the result of PROCESS10 to
be an empty character vector, not an empty numeric vector. The APL
system has no way of knowing the nature of the result of PROCESS
without executing it at least once.

Viewing the '"each'" operator as an 'iterator'" rather than as a

parallel processor can quickly lead to expressions which over-kill a
problem. For example, consider this file-summarizing logic:

-12-



Chapter 2 BRANCHING AND LOOPING

N«1000

SUM¢O

i<l
LOOP: SUMe¢SUM++/READ T
JeI+l

>LOOP IF I=N

This logic loops through 1000 components of an APL file, reading and
sumnming the 5000-element numeric vectors found in each component.
The equivalent nested arrays expression is:

SUM¢+/+/ "READ LN

The expression is certainly concise. However, at one point during
the execution of the expression, the contents of the entire 5,000,000
element file exist in the workspace as a temporary nested variable.
This problem can be circumvented by writing a function SUMREAD which
returns the sum of the elements of a specified component:

v R¢SUMREAD I
[11] Re¢+/READ I
\4

Then, the expression can be rewritten as:
SUM¢+/SUMREAD LN

Now we have only the temporary 1000-element vector result of
SUMREAD "LN as extra baggage from the nested arrays approach.

One of the recurring criticisms of APL is its lack of primitive
looping constructs. Because of APL’'s array-handling capabilities,
looping is not required as often as in other programming languages.
However, despite nested array extensions to APL, the need to loop
still exists.

Imagine a looping primitive () which solves our PROCESS problem as
follows:

IeENDLOOP,N
PROCESS I
o7
ENDLOOP:

The left argument of dyadic loop () or the right argument of

monadic loop is the counter variable. The right argument of dyadic
loop may contain from 1 to 4 elements:

_13_
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[1] the line number (exit line) to which execution will proceed
at the completion of the loop:;

[2]1 the number of iterations (infinite if omitted);

[3]1 the value of the counter variable during the first iteration
(0I0 if omitted):

[4]1 the amount by which the counter variable is to be incremented
or decremented after each iteration (1 if omitted).

The monadic loop function increments the counter variable and
branches back to the line immediately following the line containing
the dyadic loop function if there are more iterations to perform.
Otherwise, the counter variable is erased and the flow of execution
proceeds to the exit line.

APL utility functions can be written to approximate this behavior:

-LOOPI ENDLOOP,N
PROCESS I

SNEXTI
ENDLOOP:

The definitions of the LOOPI and NEXTI functions follow:

[WSID: LOOP]
vV R¢LOOPI LAB
(11 n Initializes globals (I,loopi) for looping.
[2] A LAB: line to branch to when loop complete,
[31 A no. iterations, starting I, increment.
[4] A Used in conjunction with NEXTI as:

[51 na

[6]1 ~n -»LOOPI END,100

(7] ~n PROCESS I

(81 n SNEXTI

f91 A END:

[101 n

[11] A Default values of 1liright arg if omitted:
[12] A +infinity, 0IO, 1

(131 Re€ILAB,L(p,LABY{O,(L/10),010,1
[14] m Exit if no iterations at all:
{151 ->(R[1+0I01<1)p0
{161 TI¢R[2+0I01
[171 A Top line, exit line, number of iterations,
[18] A current I, increment, current counter:
[19] Re¢loopi«(1l+0LCL1+0I01),R,1
v

_.14_
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{WSID: LOOPI]

V ReNEXTI;OIO
[11] A Used in conjunction with LOOPI. Returns line
(2] @A number for next iteration of loop. Requires
[31] A (may erase) globals: I;loopi.
(4] 0IO0¢1
[5] A Increment I:
[6] I¢loopildl«loopil4l+loopil5]
(71 Re¢loopilll
[8]1 A Increment current counter; exit if not done:
[91 2 (loopil31zloopil6l«loopil61+1)p0
[10] a Else return exit line; erase I and loopi:
[11] Re¢loopil2l
[12] Re¢R,0p0EX 'I loopi’

v

AUNUALAY AUALALAY AURNUALAL S AUAUAUNY AUAUAUNL AUAUALAY AUAUNU AU AUAU AU AL

PROBLEM: Suppose you want to compute the running balance of your
savings account for the last 24 months. You have made a
single deposit at the end of each month. DEPOSIT is a 25
element vector of the opening balance and the 24 monthly
deposits. RATE is a 24 element vector of the monthly
interest rates during this time, expressed as fractions
(e.g. .0075 .0081 .0078 ...). You may compute the balances
iteratively with the following formula:

BALANCELT+11 = DEPOSITIT+11 + (BALANCEIT] x (RATEITI+1))
where T goes from 2 to 25 and where BALANCE[11=DEPOSITI11].

What APL algorithm may be used to compute this stream of
cash balances without looping?

TOPIC: When to Loop in APL

Because APL code is interpreted and not compiled, a looping algorithm
is generally less efficient than a non-looping algorithm. For
example, the expression SUM¢+/VECT will be significantly faster than
the looping algorithm:
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Chapter 2 BRANCHING AND LOOPING

Ie«SUM€O0

LOOP:>ENDLOOP IF IzpVECT
TeI+1

SUM¢SUM+VECTILI]

>LOOP
ENDLOOP:

During each iteration of the loop, every symbol of code is
reinterpreted. The addition function is actually a small portion of
the processing being performed during the loop.

This situation leads to two conclusions:

1. Avoid looping in APL when possible;

2. When looping is necessary, remove as much code as possible from
within the loop.

To illustrate, let us solve the above problem in a casual, looping
fashion:

[WSID: CASHBAL]I
V BALANCE¢RATE CASH1 DEPOSIT;I;N
[11] A Returns stream of cash balances for deposits
[2]1 @A DEPOSIT and corresponding rates RATE.
[31 N¢oDEPOSIT
[41 BALANCE¢«(pDEPOSIT)pO
(51 BALANCE[1]l¢DEPOSITIL[11]
(61 Iel
(7] LOOP:-END IF Iz=N
[81 TeI+1
[91] BALANCE[L[TI]1¢DEPOSITI[I]1+BALANCE[I-11xRATE[I-11+1
{101 SLOOP
[11]1 END:
v
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Chapter 2 BRANCHING AND LOOPING

Now let's squeeze everything possible from the loop:

[WSID: CASHBALI
vV BALANCE¢«RATE CASH2 DEPOSIT;B;I;LAB;:N
[11] A Returns stream of cash balances for deposits
[2]1 @A DEPOSIT and corresponding rates RATE.
[3] N¢pDEPOSIT
[4] BALANCE«NpO
[51] BAILANCE[1]€¢B«DEPOSITI[1]
{61 RATE€RATE+1
[71 LAB¢(NpLOOP) ,END
[81] S>LAB[TI«2]
[9]1 LOOP:B¢BALANCE[I]¢DEPOSITIII+BXRATEL[I-1]1
[10] ~»LABILIe¢I+1]
[11]1 END:
\

Given these modest modifications, we can expect the function CASH2 to
take perhaps 60% to 70% as long to run as CASH1.

Now let's look for a non-looping solution. Let’'s refer to the
elements of 1+RATE as R1l, R2, R3,... Let'’s refer to the elements of
DEPOSIT as D1, D2, D3,... Then the elements of BALANCE which we seek
may be computed by the following expressions:

D1 , R1xD1 , R1xXR2xD1l , R1xR2XR3xD1 , ...
+D2 +R2xD2 +R2XR3xD2
+D3 +R3xD3
+D4

Our objective is to find some APL expression which will generate this
vector. We will accomplish this by performing a series of
transformations to these elements until the resulting elements can be
easily produced with an APL expression. We will then apply APL
expressions which will reverse the transformations.

Let's begin by defining the vector RSCAN:
1 , Rl , R1xR2 s RI1IXR2XR3 s e
We will divide our desired result by RSCAN, giving:
D2 D2 D3 D2 D3 D4
D1 , Dl+-- , Dl+-—+--—--- Dl+=—+-~=—-— it
R1 R1 R1xR2 R1 R1xR2 R1xR2xR3
Take the first difference (VII+11-VII1) of these elements, giving:
D2 D3 D4

pL , -- , =—=-== , —mmm——--
R1 R1xR2 R1XR2xXR3
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Chapter 2 BRANCHING AND LOOPING

Multiply the result by RSCAN, giving DEPOSIT:
D1 , D2 , D3 , D4

Now, undo each transformation in reverse order. Undo the
multiplication by RSCAN:

DEPOSIT+RSCAN

To undo the first difference, you must realize that the cumulative
sum (+\V) is the inverse of the first difference (V-"110,V):

+\DEPOSIT+RSCAN
Undo the division by RSCAN:
RSCANXx+\DEPOSIT+RSCAN
There it is. Expressed as a function:

[WSID: CASHBAL]I

V BALANCE«RATE CASH3 DEPOSIT;RSCAN
[1] A Returns stream of cash balances for deposits
[2] A DEPOSIT and corresponding rates RATE.
[3] A Performs:
{4] n BALANCE[I]¢DEPOSITIII+BALANCE[I-11xRATE[I-11+1
[5] RSCAN«(pDEPOSIT)pl,X\RATE+1
[61 BALANCE¢RSCANX+\DEPOSIT+RSCAN

v

We can expect the function CASH3 to take perhaps 2% to 5% as long to
run as CASH1l! This significant improvement in speed does come at the
cost of clarity. The algorithm in CASH3 screams out for comments,
the least of which should be:

A Performs: BALANCE[I]¢DEPOSITL[II+BALANCE[I-11xRATE[I-11+1

After seeing an elegant application of the APL scan functions to
perform an inherently iterative function, it is easy to become
obsessed with the pursuit of non-looping algorithms. Beware! You
may invest a greater value of human time than is saved in machine
time. As a further irony, you may find that your elegant and
sophisticated non-looping algorithm is slower than a compact looping
algorithm.

As a guideline, do not spend your time looking for a non-looping
algorithm unless all of the following are true:

1. You suspect one exists;

2. The function is used frequently and the looping algorithm is a

"bottleneck" in the function;
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Chapter 2 BRANCHING AND LOOPING

3. The loop involves at least 20 iterations;

4. Transplanting all possible logic from within the loop to
outside the loop does not give you satisfactory performance.

5. You do not have access to an APL "compiler". For example, STSC
provides a product used in conjunction with its mainframe
APL*PLUS System product which can be used to compile selected
APL functions to improve their execution speed. The compiling
process requires a good deal of both programmer and computer
time but can produce dramatic efficiency improvements,
especially on highly iterative functions.

If you choose, or are forced, to employ a looping algorithm, you may
still solve the overall problem in an efficient manner by considering
the context in which the loop is performed. To illustrate, let us
consider the problem of computing the yield-to-maturity rates for
1000 coupon-bearing bonds.

Given the parameters which define the cash flows of a bond, it is
necessary to solve for the yield by a method of successive
approximations (looping). The APL solution to this problem is
described in detail in the Financial Utilities chapter. For now, let
us assume that we have an algorithm which can be used to determine
the yield rate (to satisfactory precision) in no more than 10
iterations.

To compute the yield rates for the 1000 bonds, are we compelled to
perform 10,000 iterations?

No. We are forced to loop by successive approximation (10
iterations) but we are not forced to loop by bond. To efficiently
solve the problem, we may perform the 10 iterations on the parameters
of all 1000 bonds at once. After 10 iterations, we will have the
1000 desired yield rates. Computing yield rates by such an
"iterative" APL approach is quite efficient. The processing speed
will rival or surpass that of any compiled language.

AUAUAUALY AUNUAUAY AUNUNUAY AURUAUAY AUAUNUNL AUNUNUAS AUNURNUAY AURL AL N
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Chapter 2 BRANCHING AND LOOPING

PROBLEMS: (Solutions on pages 324 to 326)

1. What are the problems with the following conditional branch
expression?

2CALCX(X>53)71

2. Assuming index origin 1, what expression will cause a branch to
the line labeled NEGATIVE if N is negative, ZERO if N is zero or
POSITIVE if N is positive?

3.

Assuming index origin 1, write the looping logic which will add
together the 100 matrices in file components 11, 14, 17, .
308. Assume the existence of the monadic function READ whose
right argument is the number of the component to be read and
whose explicit result is the matrix stored in that component
(e.g. MAT¢READ 11). Use each of the following techniques:

Normal APL looping logic (increment, compare, branch);
b. Precalculated label vector logic;

c. The hypothetical looping primitive (e);

d. The LOOPI, NEXTI utility functions.

e. The each (") operator.

4. Write non-looping APL logic which is equivalent to the following

formula:

OPRIN[I] = OPRIN[I-11-(PMT-RATEXOPRIN[I-11)

for I from 1 to TERM, where OPRINI[O]=LOAN.
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Chapter 2 BRANCHING AND LOOPING

5. Write a function CASH4 which uses another approach to perform the
same task as that of functions CASH1, CASH2 and CASH3 listed in
this chapter. Begin by defining a vector ACCUM:

R1IXR2XR3X. .. s, R2XR3xR4x,.. s, R3xXR4xXR5%, .. s .. s, 1
Perform the following transformations on the elements of BALANCE:
A. Multiply by ACCUM
B. Take the first difference
C. Divide by ACCUM

What is the result? Undo the transformations to construct the
new algorithm and use it to write CASHA4.

6. The following function WRAPLP modifies its character vector right
argument so that it will display in the width (number of
characters) specified in the left argument. The modification
consists of inserting a newline (carriage return) character in
place of the last blank character on each line. 1In that way,
words (groups of contiguous nonblank characters) are not broken
from one line to the next. Existing newline characters are left
unaltered and are used to separate 'sentences'" within which the
above word-wrap logic takes place. For example:

oTEST

70
TEST

THIS EXAMPLE IS NOT VERY BIG.

THE FUNCTION WORKS ON LARGE VECTORS TOO.
15 WRAPLP TEST

THIS EXAMPLE

IS NOT VERY

BIG.

THE FUNCTION

WORKS ON LARGE

VECTORS TOO.

Rewrite the WRAPLP function to eliminate looping where possible.
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BRANCHING AND LOOPING

(11

[21

(31

[41

[51]

[61]

£71

[81

£91]

[101]
[111
[121
(131
[141]
(151
[161
[17]
{181
(191
{201
[211
[221]
£231]
£241
[25]
[26]
271
[281
(291
[301]
[31]
{321
[331
(341
[35]
{361
[37]

[WSID: WP]

V¥ R¢WID WRAPLP CVEC;0IO;BL;BREAK;I;L;LAST;LEN;LIM;NL;S;

v

START ; TCNL

A Wraps text CVEC into lines of length WID
A or less by inserting newline characters.

A Origin 1:
01I0€«1

A Newline character:

TCNL¢OTCNL A APL#PLUS

R TCNL<¢OTCL2] A APL2

A TCNL«OAVI157] a SHARP APL
an Flag newline characters:

NL&CVEC=TCNL

A Index before start of each sentence:

START«0,NL/lpNL

A Lengths of sentences (between newlines):

LEN¢T1+(14START, 1+pCVEC)-START

A Flag valid break points (blank followed by nonblank):

BL¢CVEC="' '
BREAK¢BL>19BL

A Initialize result from argument:

R¢CVEC

A Loop by sentence:

1¢0
LIM¢pLEN

LOOP1:>(LIM<I¢I+1)/0

LeLENLTI]
S€STARTILI]

A Loop by line within sentence:

LOOP2:>(L=WID)/LOOP1
A Find last break point within WID chars of line:

LAST¢+/Vv\BREAKL[S+®LWID]

A Advance start to new break point:

SeS+LAST
A Insert newline:
RI[S1«TCNL

A Decrement remaining length:

LeL~-LAST
A Repeat:
>LO0OP2
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Chapter 3

COMPUTER EFFICIENCY CONSIDERATIONS

Time is money. The faster an APL function will run, the less it
will cost. This is true whether you are using APL on a commercial
remote timesharing service or on your dedicated personal computer.

In this chapter, we discuss computer efficiency: measuring time
consumption and understanding the factors which affect processing
efficiency.

AUALAUAL AUALAUAL AUNUAUNAY AUNUAUNY S AUNURUAY S AUAUALALY . AUAUAUAY AUAUAU N

PROBLEM: Which expression will execute quicker on a 4000 element
numeric vector V?

1. Re+/V+pV
2. Re(+/V)+pV

TOPIC: Timing Alternative Algorithms

The niladic APL system function OAI (accounting information) returns
a numeric vector of miscellaneous usage statistics. The meanings of
the elements of the result vary among the different implementations
of APL. One element (usually the second) measures the amount of
processing time (CPU time) consumed since the current APL session
began. It is usually expressed in milliseconds, or 60ths of a second
or seconds. We will assume in our discussion that the index origin
is 1 and that DAI[2] is the measure of processing time.

Timing an algorithm is then a simple matter of checking the
"stopwatch" before and after executing the algorithm:

TIME1€OATL2]
Re(+/V)+pV
TIME2¢0AI[2]
USED¢TIME2-TIME1
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Chapter 3 COMPUTER EFFICIENCY CONSIDERATIONS

These expressions should not be executed in immediate execution mode
unless they are executed all at once on a single line:

TIME1«0OAIL2]1 ¢ Re(+/V)+pV ¢ TIME2¢0AI[21 ¢ USED¢TIME2-TIMEl

If your implementation of APL does not have a statement separator
(e.g. ©), the expressions should be specified as lines of a
function. The reason for avoiding immediate execution mode is that
CPU time is being consumed as you are typing each expression. 1In
fact, on a dedicated (i.e. personal) computer, the measure of CPU
time is equivalent to the measure of clock time. That is, the value
for OAI[2] increases by 60 seconds every minute whether or not APL
expressions are being executed. Therefore, the measured time will
include typing time.

Let us solve the problem above:

V¢400074000

Te€OAIL2] © Re+/V+pV © OAIL21-T
675

T¢OAIL2] © Re(+/V3I+pV ¢ OAIL2]1-T
162

From this example, we can begin to see the importance of well placed
parentheses. In the first algorithm, the computer performs 4000
divisions and 4000 additions. 1In the second, it performs 4000
additions and 1 division.

What happens if we time the algorithms again?

TeOAIL[2] © Re+/V+pV © OAIL2]1-T
692

T¢OATI[2] ¢ Re(+/V)+pV ¢ DOATIIL2]1-T
155

We get the same approximate results but they are not exactly the
same. Why? On a multi-user computer, the results will vary
primarily because of the varying requirements of other users at the
moment of execution. Even on a dedicated computer, the results may
vary because of "house-cleaning" operations performed automatically
and sporadically by the APL system and because of imprecise clock
resolution. Therefore, if the accuracy of your timings is important,
you should perform several timings and average the results.

AUAUAUAL  AUNUALUAY AUALUALAY AUNUAUAY AUAUAUAY AURNUALAY AUANUALAL AU AL AU AL
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Chapter 3 COMPUTER EFFICIENCY CONSIDERATIONS

PROBLEM: Write a dyadic function TIMER to time the execution of a
specified algorithm. The algorithm is provided as an
executable character vector right argument. TIMER runs the
algorithm N times, where N is the left argument, and
returns the average CPU time consumed. For example:

25 TIMER 'Re&+/V3pV!
638.44

TOPIC: A Utility Function for Timing Algorithms

In writing the TIMER function, we will attempt to isolate the time
consumed during the execution of the algorithm. Any time consumed
during the overhead of the timing process itself will be deducted.

In this way, and by averaging many samples, we can get timing results
which are as precise as possible.

There are two methods in APL for executing a character vector
expression under program control. The first is to use the execute
(¢) primitive and the second is to construct and execute a local
function which has the expression as one of its lines.

The first approach (¢) is simpler but not as accurate. When a
character vector expression is executed, the expression must first be
"parsed" so that the APL interpreter may correctly identify
variables, APL primitive functions, character constants and numeric
constants. It is during this parsing phase that variable names and
function names are translated into pointers and addresses, the
natural vocabulary of the computer. This parsing takes place when
you enter an expression in immediate execution mode or in function
definition mode or when you define a function under program control.
Therefore, when you execute the expression as the line of a function,
it has already been parsed and will execute quicker than if the
expression is executed as the argument to the execute (¢) primitive.

We will therefore use the second method, constructing and executing a
local function, to time the specified algorithm. Our task is to
define a function local to TIMER under program control which looks
something like the following (say, to time Re&(+/V)+pV):

V ELAPSED¢RUN1 N;I

[11] ELAPSED«OATI[2]

[21 I<0

[3] LOOP:->(N<I«I+1)pEND

[4] DOIT:Re«(+/V)+pV

[51 >L.0OP

[6]1 END:ELAPSED¢«[OAI[2]1-ELAPSED
v
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Chapter 3 COMPUTER EFFICIENCY CONSIDERATIONS

This function will run the specified algorithm (on line [41) N times,
where N is the right argument (e.g. RUN1 25). It will return the
amount of elapsed processing time consumed during its execution.

We will define a second local function RUN2 which is identical to
RUN1 except for line [4], which is defined to do nothing:

[4]1 DOIT:

We may then execute both RUN1 and RUN2 with the same argument,
subtract the results (to eliminate the non-algorithm overhead) and
divide by the number of iterations to determine the average
processing time for a single execution of the specified algorithm.
Therefore, TIMER will look something like:

V ReN TIMER CVEC;:;RUN1;RUN2
: define RUN1 and RUN2

[71 R¢(RUN1 N)-RUNZ2 N
[81l ReR+N
v

How do we define RUN1l and RUN2? There are two popular methods for
defining functions under program control. One is to build a
character matrix which '"looks" like the function, less the dels (V)
and the bracketed line numbers. Each function line, including the
header, occupies exactly one row of the character matrix. Each
function line is padded with blanks to have as many characters as the
longest function line. Such an array is called the '"canonical
representation" of the function and may be used as the definition of
a new function in the workspace. The function is defined by a system
function (OFX in APL2, ODEF in APL*PLUS or OFD in SHARP APL).

The second method is to build a character vector which "looks"
exactly like the function. The lines of the function are separated
by the newline (i.e. carriage return) character. Such an array is
called the '"visual representation' of the function. The function is
defined by a system function (ODEF in APL*PLUS or OFD in SHARP APL).

There is one final comment to make before defining the TIMER
function. Since the algorithm being timed may involve variables or
functions having any valid names, it is possible that these
identifiers may coincidentally be the same as the variables local to
TIMER and RUN1l. We should take some effort to name the local
variables so that the chances of a name conflict are minimized. The
RUN1 function we will construct will thus look like:
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(11 AEA€OAIL1+0I0]1]
[21 ‘ATIA€O
(31 ALA:>(ANA<AIA€ATA+1)pAZA
[4] ADA:Re(+/V)+pV
[5]) <ALA
[6] AZA:AEA€DAI[1+0I01~-AEA
v

Let us define the TIMER function using the "visual representation"

method.

exercise at the end of the chapter.

system function to define the function.

vector name of the function defined.

We will leave the '"canonical representation' method as an
We shall use the monadic ODEF
Its result is the character
The niladic system function

OTCNL returns a character scalar newline character.

Times the execution of the character vector
ACA by running it aANA times.
scalar of the average CPU time consumed per run.

[13
[21
[31
[4]
[51]
[61] Newline character:

[7]1 ANLA€OTCNL A APLAPLUS

DD®DD®DD

{81 A ANLA€OAVI156+0I0]1 A SHARP APL

[(WSID: TIMING]

Returns a numeric

Prepare to build local functions...

(91 AAAC'VAEA€AFA ANA;;ATIA' ,ANLA,'[1]JAEA€DOAIL1+0I0]°

[10] AAA¢AAA,ANLA,'[2]AIA€O’',ANLA

[11]1 AAA€AAA, ' [3]1ALA:>(ANA<ATA€AIA+1)pAZA’

{121 AAA€AAA,ANLA,'[41ADA:’

{131 ABA€ANLA,'[51>ALA',ANLA

[14]1 ABA€ABA,'[61AZA:AEA€NAIL1+0I0]1-AEAV’

[15]1 n
[16] n

[17] A Define local fn AFA to run ACA:

[18]1 ARA<«ODEF AAA,ACA,ABA A APLAPLUS

£19]1 A ARA€«3 0OFD AAA,ACA,ABA A SHARP APL

{201 n

[21]1 a Define local fn AGA to run nothing:

[22]1 AAALAAAL'F']€'G’

[23] ARA<ODEF AAA,ABA A APL*PLUS
{241 A ARA€3 OFD AAA,ABA A SHARP APL

[25] n

[26]1 A Run the functions (disallow negative result):

[271 ARA€OT (AFA ANA)-AGA ANA
[28]1 A Return the average:
[29] ARA€ARATANA

\%
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Chapter 3 COMPUTER EFFICIENCY CONSIDERATIONS

PROBLEM: Define a procedure whereby the individual lines of a
specified function may be timed so that possible
inefficiencies can be quickly located within the function.
The ideal end result of such a procedure will be a display
like the following (for a 5 line function):

TIMES TOTAL AVG MIN MAX

LINE RUN CpPU CPU CPU CPU
1 3 450 150 122 171

2 3 15 5 3 7

3 153 918 6 3 8

4 150 9,280 62 55 66

5 3 1,065 355 240 380

312 11,728 38

TOPIC: Fine-tuning Production Applications for Efficiency

After designing and implementing an application system in APL, you
may find that it operates slower than you anticipated. In fact, the
system may be so slow or so expensive that it is infeasible to
operate. What can you do?

A procedure such as the one suggested in the problem above allows you
to examine the functions for bottlenecks. You begin with the highest
level cover functions and work your way into suspicious

subfunctions. Having identified the major inefficiencies, you are in
an ideal position to correct them. A discussion of the causes and
cures for some of the inefficiencies encountered in APL is contained
later in this chapter.

To aid in our discussion, suppose the function we wish to time is the
following:

v MODEL
[11] SETUP
[21 LIM¢50 © I¢0
[3]1] LOOP:-END IF LIM<I«I+1
(41 PROCESS ¢ -LOOP
[51 END:CLOSE
v

To time the lines of this function, we need to click our '"stopwatch"
at the beginning and end of each line. This suggests the placement
of timer functions at the start and end of each line. For example:

[11 START ¢ SETUP ¢ STOP
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Chapter 3 COMPUTER EFFICIENCY CONSIDERATIONS

This idea breaks down for lines which involve branches:
[4] START ¢ PROCESS ¢ =-»LOOP ¢ STOP

In this example, the branch to the line labeled LOOP occurs before
the STOP function is executed.

Since functions placed at the end of function lines are not reliably
executed (due to branching), we must be satisfied with placing timer
functions only at the start of function lines. The timer function
must then perform two tasks: to stop the stopwatch for the previous
line (which may not be the line directly above the current line) and
to start the stopwatch for the current line. If we call our timer
function A, we may be able to time the MODEL function above by
placing the timer function as follows:

vV MODEL

¢ SETUP

¢ LIMe50 © I€0
OP:A ¢ =2END IF LIM<I¢I+1
¢ PROCESS ¢ -LOOP

D:aA ¢ CLOSE

{11
[21
{31 L
[41]
(5]
(61

=
> ZP> O

<

Notice that a new line must be added (line 6) to stop the stopwatch
for the last line of the function (line 5).

If your implementation of APL does not support statement separators
(e.g. ¢), you are compelled to insert the timer function on the line
before each function line:

vV MODEL
[11] A
[21 SETUP
(31 A
(4] LIMe«50
{51 A
[6] I¢0

[7] ©LOOP:a
(81 END IF LIM<I«¢I+1

(9] A
(101 PROCESS
[111 A
[12]1 -LOOP
(13] END:a
[14]1] CLOSE
[151 A

\4
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Chapter 3 COMPUTER EFFICIENCY CONSIDERATIONS

It is the job of the timer function (A) to do the following:

1. Record OAILZ2].

2. Look at a global variable (say AT) which contains the value of
OAI[2]1 when A was last executed. Subtract this value from the
value recorded in step 1. The result is the time consumed by
the previously executed line.

3. Look at a global variable (say AL) which contains the number of
the line for which A was last executed. Using this line number
and the consumption value computed in step 2, update the global
variable accumulation matrix (say AM) which has one row per
function line and 4 columns: times run, total CPU, minimum CPU,
maximum CPU.

4. Update AL to contain the number of the current line.

5. Update AT to contain the value of ODAI[2] at the start of the
current line.

To write the timer function (A), we will assume the following initial
values for the required global variables:

AL€O
AM€(N,4)p0 0,(L/10),0

No initial value is set for AT since A will not refer to it when it
is first executed (on line 1) since AL is 0. The N used in the
assignment of AM is the number of lines in the function being timed.
The (L/10) is used to generate the largest possible number (the
identity element for mimimum) for your APL system. We cannot
initialize the minimum value to 0 since the 0 will remain as the

minimum value. No timing result could be less.

Let us write the timer function (assuming statement separators):
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[WSID: TIMINGI]

vV A;TIME;USED;OIO

[11
[21
[31
(41
[51]
[61]
[71
[81l
(91
{101
[111]
[121
(131
[141
[15]
[16]
[171]
£181
[191]

TIME«QOAI

A Records time since last called and resets
A stopwatch. Checks the 'stopwatch’' before
A anything else.
0IO0«1

A Branch if first time called:
2(xalDIL1

A Compute time consumed since last called:
USED€¢TIME[2]1-AT

A Update accumulation matrix:
AMIAL; 1 2leaM[aL; 1 21+1,USED
AM[AL;3]1¢€aAM[AL;31LUSED
AMILAL;41¢AMIAL;41TUSED

A Update line numker:

Ll: ALeDBLC[21

A Set AL to 0 if bottom of function:
AL¢ALXALS(pAM)[1]

A Update 'stopwatch’ as last step:
AT«0ATI[21]

\'4

Notice the use of OLC (line counter) to compute the number of the
current line on which A is being called. If your implementation of
APL does not support statement separators, and the number of lines in
your function has been doubled because of the insertions of A, the
computation of AL would be changed to:

ALe(1+0LC[2]1)+2

Along with the A timer function, we need 3 other functions:

TIMEADEFINE

TIMEADISPLAY

TIMEARESET

'MODEL' The TIMEADEFINE function modifies the

function named in its character vector right
argument by inserting the A timer function
before each function line. It also initializes
the global variables AL and aM.

The niladic TIMEADISPLAY function generates and
displays a formatted report of the contents of
the global accumulation matrix AM.

The niladic TIMEARESET function resets the
global variables AL and aAM to their initial
(zeroed out) settings. Then, the function whose
lines are being timed may be rerun and the
results redisplayed.
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The definition of the TIMEADEFINE function is fairly complex,
especially if you attempt to write it without looping. Techniques
for writing the function are discussed in a subsequent chapter
(Boolean Techniques). The definition of TIMEADEFINE is a problem at
the end of that chapter.

The definition of the TIMEADISPLAY function is a straightforward
formatting problem.

[WSID: TIMING]
v TIMEADISPLAY;A;B;M;0IO
[1] n Displays timing data stored in global arrays.

[21 Oe’ TIMES  TOTAL AVG MIN MAX'
[3]1 O¢' LINE RUN CPU CPU CPU CPU’
[4] D€' ===  ——=== mmmmm e e e ‘

[51] 0I0¢1

[6] A Squeeze out rows of AM not updated:

[71 MeAMI(AML$11#0)/11TpaAM: 1 1 2 2 3 41

[81 A€Ml ;2]

[91 BeM[ ;31

[101] M[;1l€tpA

[111 ML[;4]1¢B+A

[12]1 a APL+#PLUS, SHARP APL:

[13] 0¢'T4,CBI8,X1,4BCK3I8' OFMT M

[141 A APL2:

[151 a O«('5550 555,559 ',32p' 555,559')sMI;1 21,1000xML[;3 4

51

[161 O&¢' W ===m=  ————= ———-- !

{171 Ae+/A

[18] Be+/B

{191 A APLAPLUS, SHARP APL:

[20] 0O«'CBIl12,X1,2BCK3I8' OFMT 1 3 pA,B,B+A

{211 A APL2:

[22] A DOe(! 555,559 ',16p' 555,559')3%A,B,B+A
v

The definition of the TIMEARESET function is trivial:

fWSID: TIMING]
Vv TIMEARESET
[1] AL€O
[21] AMe(paAM)p O O ,(L/10),0
v

Some final notes on this line-timing procedure:

1. Since TIMEADEFINE will permanently modify the function being
timed, be sure to save a copy of the function before running
TIMEADEFINE on it.
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2. Functions timed by this procedure are subject to certain
constraints:

a. Avoid sudden exits (e.g. =20) and insure that the function
always exits through its bottom (last 1line);

b. Avoid branches to absolute or relative line numbers (e.g. =5
or »0LC-1 or -NEXTL) if your implementation of APL does not
support statement separators, since TIMEADEFINE will change
the line numbers.

The mainframe implementation of APLAPLUS provides a system function
OMF (monitor facility) which enables you to time the individual lines
of a function in much the same way as the utility functions above.

If you use a mainframe APL*PLUS system, you should read the
documentation to learn how to use OMF and its companion utility
functions.

AUAUAUA AU AU AN AUALAUNY AUV AUV NSNS v AL

PROBLEM: What factors influence the efficiency of a user-defined APL
function?

TOPIC: APL Efficiency Considerations

So far in this chapter we have discussed techniques for timing
segments of APL code. Using these techniques, you can isolate
inefficiencies in existing functions and you can choose between
alternate algorithms. But how can you learn to write efficient APL
functions in the first place?

You can develop a feel for the efficiencies and inefficiencies of APL.

If you were to go on a timing rampage and time every stitch of APL
code in sight, some patterns would begin to emerge. You would begin
to anticipate the relative speeds of algorithms without timing them.
More important, you would find yourself formulating a mental model of
the inner workings of the computer. Multiplication is more painful
to the computer than addition and exponentiation more painful than
multiplication. Out of sympathy for the machine, you will find
yourself writing N+N instead of 2xN, and AxA instead of Ax*2.

While there is no substitute for such an encounter, below are some of
the efficiency considerations which you may want to assimilate.
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1. Addition (e.g. A+72) is faster than subtraction (e.g. A-2) which
is faster than multiplication which is faster than division which is
faster than exponentiation which is faster than doing it by hand.
For example, (x\Np2) will typically be faster than (2*1N).

2. Integers are easier (quicker) to manipulate than fractional
(floating point) numbers. An array of integers will generally be
stored internally in a more compact form (2 or 4 bytes per element)
than an array of floating point numbers (8 bytes per element).
Integers can be moved about (e.g. ¢, T, []1, /) quicker than floating
point numbers and can be more easily operated on computationally
(e.g. +, x, 1, |J.

3. Boolean arrays (all 0s and 1ls) are stored as bits (one-eighth byte
per element) in many implementations of APL. On such
implementations, operations involving Boolean arrays are either
lightening fast or quicksand slow depending upon the implementation.
If they are fast, it is because the bits are being manipulated one
byte (8 bits) or so at a time or because the CPU is optimized for
Boolean operations. If they are slow, it is because each bit has to
be yanked from its byte and processed by a CPU which is better suited
to working with 4, 8, 16, 32 or 64 bits at a time. Examples of
functions so influenced include: A/, V\, +.A, /, #\.

4. Elements of arrays are stored internally in raveled order. If you
picture in your mind's eye this internal "vector'" representation of a
matrix M, you should appreciate the reason that +/M is somewhat
faster then +#M. If M is a Boolean matrix (in which each element
occupies one-eighth byte) the difference can be dramatic.

5. Execute (¢) is slower than branching because its argument must be
parsed. For example:

¢(I>99)/'MI[15;1«<A=B'
is slower than:

>(I=99)pLl
M[15;]¢A+B
Ll:

6. The workspace may be viewed as a chain of bytes. 1In a clear
workspace, all of the bytes are 'clean" (unused). As you execute
expressions (e.g. A¢2 or B¢150 or C¢A+B), the bytes become occupied
by variables. When variables are reassigned (e.g. A«l1+A), the old
value of the variable is left as so much garbage. The same fate
befalls temporary results which are the products of multiple
expressions. For example, the expression A¢3+2x1.5 produces the
temporary results from 15 and from 2x15. As you proceed, the
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workspace becomes cluttered with a mixture of active variables and
functions and garbage (unused) variables and functions. The symbol
table is used to keep track of the locations of the active objects.

Eventually, the computer will be asked to perform a function for
which it cannot find sufficient clean space for the result. At that
moment, the CPU will take a break from its APL function execution
chores and will perform spring cleaning. All of the valid objects
are shuffled back to the beginning of the workspace chain, the symbol
table is updated and the remaining bytes are swept clean, ready to be
reused. The CPU then resumes its APL function execution chores.

It is because of these occasional workspace cleanups that you may
notice seemingly random peaks when doing timings. Logic which
requires a lot of temporary storage will tend to be less efficient
than that which requires less storage. For example, index assignment
tends to be more efficient than catenation reassignment:

LOOP:VECII1«CRUNCH I
vs.
LOOP:VEC¢VEC,CRUNCH I

Consider the storage requirements of the second expression when
constructing VEC to be 1000 elements, one element at a time. For
example, the catenate (,) function must find space for its 932
element result while the 931 element VEC still exists. Of course, a
moment later the 932 element vector is assigned the name VEC and the
931 element vector is left to smolder in the ashes. On the other
hand, the index assignment approach creates a 1000 element vector
just once and then changes individual elements. Much less data
shuffling is involved.

7. Shape (p) and reshape (p) are the most primitive of primitives.
The rank and shape of a variable are included as part of its internal
representation. The shape function does not have to count its
elements; it simply extracts the shape directly. Shape and reshape
are extremely fast. For example, =Bpl is faster than -»B/L or -BTL.
Also, 1lppMAT is faster than 11pMAT. To construct a 100 by 100
identity matrix (all zeros, but ones along the diagonal), the
expression (1100)0.=1100 may seem simple enough to you but that'’s
because you do not have to perform the 10,000 mindless comparisons.
The less intuitive expression 100 100p1,100p0 is dramatically faster
because of its use of reshape.

8. When performing scalar operations, time consumption can be
measured with a ruler. Because APL is interpretive, it does not
check for syntax errors, value errors or argument conformability
until it executes the expression. When working with scalars, the
time consumed making these checks tends to dwarf the time consumed
performing the desired function. Therefore, when considering the
efficiency of APL expressions dealing with scalars, it is more
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pertinent to count the number of functions being executed than to
dwell on the nature of the functions. Consider the expression:

RII-1]J¢RII-11+(C1+4TII-11)+RII-11IxGLI-1142

If we count the functions being performed (counting index assignment
as 2 functions), the result is 16. Let us rewrite the expression
(assuming T1¢1+T):

Jel-1
RIJI1€RI[JI-TI[JTI+RITIXGLTII*2

These expressions have the same effect as the original expression but
involve 12 functions instead of 16. We can expect these expressions
to run approximately 25% faster.

Let us label the approximate time consumed when performing a function
on scalars a "tad". Then the original expression used 16 tads and
the second used 12 tads.

It is important to develop the proper perspective on tads. APL is an
efficient language and performs tads extremely quickly. A tad is a
miniscule unit of time. APL can perform a hundred tads in a blink of
the eye. Tads do not become important until you write functions
which consume thousands or tens of thousands of tads, i.e. when you
loop.

The lesson here is to avoid looping when APL’'s array handling
capabilities can be effectively employed. Your avoidance should not
develop into a mania, however. Looping in APL is fast if there are
not too many iterations (say, two dozen) or if the number of tads
within the loop is not too large. Do what you can to keep the tads
from getting into the tens or hundreds of thousands.

9. Get to know the peculiarities of your APL implementation. For
example, say you have a 100,000 element Boolean vector BV which
contains only five 1ls. Further, say you have only 1000 bytes of
available workspace. Many implementations of APL will allow you to
execute the expression I¢BV/1pBV without producing a WS FULL error
message. How can this be when 1pBV results in an integer vector of
100,000 elements (400,000 bytes or so)?

In one set of implementations, the APL interpreter is clever enough
to construe the two symbols /1 as a single function. Therefore, the
monadic U is never executed. Instead, the /i '"function" scans its
Boolean left argument for 1s and returns their indices. In these
implementations, it is ironic to find a section of "optimized" code
like the following:

I¢LpA

IA€A/T
IB¢«B/I
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The more conventional expressions will typically be much more
efficient since they employ /1 as a single function and do not
require as much workspace:

IA¢A/1pA
IB¢<B/1pB

In a second set of implementations, the result of monadic U is an
arithmetic progression vector and is stored internally as a "J
vector". Specifically the computer stores only the vector'’s length,
its starting value and its value-to-value increment. When executing
the expression I¢«BV/1pBV, the compression (/) function works with its
"J" vector right argument without ever building the entire index
vector.

Expressions like 2x10+11000 are extremely fast on APL systems which
use J vectors. In this expression, a single addition and a single
multiplication are performed to generate the 1000 element J vector
result.

If you do not know whether your APL system employs J vectors, try
Ve¢l11E9. If no WS FULL message is generated, you have J vectors.

10. Use "compiled" functions when available. Some vendors of APL
provide workspaces of utility functions which are written in machine
code rather than in APL. These functions are extremely fast and
behave like regular APL utility functions. They may be copied into
or erased from your workspace and they can have arguments and
results. Take some time to explore available workspaces of utility
functions.

In addition, much research has been conducted toward compiling APL
code. For example, STSC provides a product used in conjunction with
its mainframe APL*PLUS System product which can be used to compile
selected APL functions to improve their execution speed. The
compiling process requires a good deal of both programmer and
computer time but can produce dramatic efficiency improvements when
applied to bottleneck functions which consume a large portion of the
processing time of an application system.

Some APL systems and some related software products allow you to run
non-APL programs from within the APL environment. For example, if
you have available a program written in another language (say, C or
COBOL) which is very efficient and which performs a desired task, you
may be able to invoke the program without ever leaving the APL
workspace environment.

A final caveat. This list of computer efficiency considerations can
create a distorted perspective. Your primary goal as an APL
programmer is not to write APL functions which run fast. Your goal
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is to get the job done. If getting the job done means writing faster
functions, then keep the above efficiency considerations in mind.

In any case, you should also keep in mind these nonefficiency
considerations:

1. Your time is more valuable than the computer'’s. If you find
yourself laboring to find a faster algorithm, ask yourself, "Why?"
Will the savings in computer time result in a more responsive system
which is less frustrating to use and which saves people time? Will
the efficiency improvements result in lower computer allocation
charges or lower timesharing bills? If you cannot foresee material
benefits from your efforts, you are wasting your time.

In general, when writing a function which will perform a one-time
task, forget efficiency. Use the code which flows most rapidly from
your mind. Get the job done.

2. A readable function is better than a fast one. It is a crime
against nature to insert fast, obscure, uncommented code in a
production application. Any algorithm which can be understood can be
adequately commented. If you do not have the inclination to insert
the comments, then do not use the code. By taking a moment to
include comments with your efficient algorithm, you will write code
which is both fast and readable. Remember, in six months the person
who cannot understand your code may be you.

LV PR VLV LV VI, VI V) Ra VA Ve VI, V] Lo Ve VI, VE, V] EaY RV Vi V) RS Ra VL VAL V) LV VI VE, V] [a 2 Vi Vi V)

PROBLEMS: (Solutions on pages 327 to 329)

1. Write a niladic function COST which will produce a display like
the following:

13.15 DOLLARS CONSUMED
65.12 DOLLARS SINCE SIGNON

The first line of the display will not appear the first time COST
is run and will thereafter display the dollars consumed since the
prior execution of COST. Assume your CPU charge is 75 cents per
unit of DOAI[2].
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2.

Write the TIMER function described in this chapter to work with
the canonical representation method of local function definition.

In the Sorting and Searching chapter, a function CMIOTA is
presented for searching through the rows of one character matrix
for the location of the rows of a second. The function is
designed to use one of two different algorithms depending upon
the number of rows in its arguments. Time CMIOTA (as defined in
that chapter) for character matrix arguments of 10, 50, 100, 500
and 1000 rows (12 columns) in all combinations (e.g. 50 row left
argument and 100 row right argument). Then, change the line

L2:>(F#1)pL4
to
L2:»(F#1)pL5

and do all the timings again. The first set of timings uses a
sorting algorithm and the second set uses a looping algorithm.
Record these numbers. They are required by a problem in the
Curve Fitting chapter which determines the constants to be
plugged into CMIOTA for automatically choosing the fastest
algorithm.

Construct your character matrices such that the rows of your left
argument are distinct (or nearly so) and the rows of your right
argument are found throughout the left argument. For example:

Le50 12p0AVI?(50%12)p2561 (50 row left argument)
ReL[?100p1ppL] (100 row right argument)
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POSITIONING CHARACTER DATA

Many problems in APL involve the realignment of characters. For
example, the title of a report may need to be centered above the body
of the report; or a character vector entered by the user may need to
have any extraneous blanks deleted from it. In this chapter, we
discuss techniques for positioning the nonblank character elements of
an array for a variety of different applications.

AUAUAUAL T AUALAUNY AUAURUAY AUAUAUAY AUAUAUAY AUAVAUAY T AUAUAUAY AUV AU A

PROBLEM: Write the monadic functions DLB, DTB and DEB for deleting
leading, trailing and extraneous blanks from a specified
character vector.

TOPIC: Removing Extra Blanks from Character Vectors

The DLB, DTB and DEB functions are frequently used when accepting
character input or when generating report output. For example, say
you have a character matrix MONTHS of month names, left justified, an
integer scalar MNO of the current month (1 to 12) and an integer
scalar YR of the current year (e.g. 1987). You want to construct a
character vector of the current month and year (e.g. 'JUNE 1987').
The following expression will perform the task:

(DTB MONTHSI[MNO;1),’' ',3YR
Say you want to build a 30 column character matrix NAMES of employee
names by prompting for one name at a time. You want each name to be
left-justified in the matrix and to contain no extra spaces between
the segments of the name. Use the following expression:

NAMES«NAMES,[11301DEB,0
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The following functions will perform the desired tasks. Notice that
alternative algorithms are included in each function. The relative
speed of each of the algorithms depends upon the implementation of
APL you use. You may want to time them (as discussed in the Computer
Efficiency Considerations chapter) to determine which is fastest for
your APL environment.

[WSID: FORMAT]
vV Re¢DIB C
[1] @A Deletes leading blanks from character vector C.
[21] Re(vAC#' ') /C

[31 A Re(+/AN\C='" ')IC
41 A Re(C(C#’ '")11)-O1I0J1C
v
[WSID: FORMATI]
vV ReDTB C

[11 nA Deletes trailing blanks from character vec C.
£21 Re(+/VvN!' "#0C)pC

{31 A Re(OVN! '#£0C)/C

[4] A Re(-+/A\" "'"=0C)HIC
[5] A Re(OIO-(C’ '"#4CHLLIIC
[61 A Re(1-(C=' ')11)1C

v

[WSID: FORMATI
V R¢DEB C;N
[11] A Deletes extraneous (leading, trailing,
[21 A contiguous) blanks from character vector C.

[31] NeC#' !

£4] Re(~1TNJ)J(NV1IIN,0)/C
(51 n

[6] A Ce' ',C

[7] @A NeC#' !
[8]1 A RelI(NVION)/C

AN AUAUALNS AUNUAUNY AUAUAUALY S AUAUAUNL AUNUAUAY S AUNUAUAL AUAUAUN
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PROBLEM: Write the monadic functions LJUST, CJUST and RJUST for
left-justifying, centering and right-justifying the
nonblank text within a specified character vector or matrix.

TOPIC: Justifying Nonblank Segments within Character Arrays

The LJUST, CJUST and RJUST functions are useful for constructing
report titles and for merging character matrices. For example, to
display ACME INC. centered within a width of 75 characters, use the
following expression:

CJUST 757'ACME INC.'

As another illustration, say you have two 15 column character
matrices of left-justified names, LNAMES and FNAMES. You would like
to construct a 32 column character matrix of left-justified names in
which the names of LNAMES precede the names of FNAMES and are
separated by a comma and a single space (e.g. SMITH, JOHN). Use the
following expression:

LJUST(RJUST LNAMES),',',' ',FNAMES
The following are the definitions of these functions:

[WSID: FORMAT]
V R¢LJUST C
[11 Re(+/AN\C=" ")OC

[WSID: FORMAT]
v R¢RJUST C
[11] Re(+/vN' "#0CIOC

[WSID: FORMAT]
vV R¢CJUST C;B
(11 BeC=' !
[21] Re(T ((+/A\B)-+/A\®B)+2)¢C

RV Ea Vi, VEe g RaVEa Ve, VR V] L 2a Vi, Vi V] o VR VI, VEL V) RV IV VI V) R VR VR VI V] R ha VI, VI N ~ N AU A
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PROBLEM: Given a 20 column character matrix of employee names (in
alphabetical order), construct an 80 column matrix of the
names such that the names run down the resulting matrix in
4 "columns'". The resulting matrix will have one-fourth (or
so) as many rows as the original matrix has.

TOPIC: Restructuring Skinny Matrices into Fat Ones

Let’'s illustrate this problem on a simple character matrix of first
names.

ANNE
BILL
CAL
DOT
ED
FRED
GAIL
HAL
IKE
JOAN
KEN
LISA
MIKE
NED
PAT
RICK
VI

ANNE FRED KEN RICK
BILL GAIL LISA \'28
CAL HAL MIKE

DOT IKE NED

ED JOAN PAT

R R T R 4

In this illustration, the initial matrix has 7 columns instead of the
specified 20 and the resulting matrix has 28 columns instead of 80.
Still, you can see what we want to do. We will solve the problem for
this simple 7 column matrix and then modify the solution to work for
the specified 20 column matrix.

The brute-force approach to this problem involves breaking the matrix
apart into 4 pieces and then sticking them together side-by-side.
Assume the name of the character matrix is CMAT. The number of rows
in the desired result is computed as:

NRel (1ToCMAT)+4
NR is 5 in our illustration.

The pieces can be extracted by using the take (1) and drop (!)
functions:

P1¢(NR,7)TCMAT
P2«(NR,7)T(NR,0)I!CMAT

P3¢ (NR,7)1T((2xNR),0)ICMAT
P4<(NR,7)T((3%XNR),0)ICMAT
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In our illustration, P2 is:

FRED
GAIL
HAL
IKE
JOAN

Notice that the last expression pads P4 at the bottom with blank rows
if there are fewer than 4xNR rows in CMAT. The last step catenates
the 4 pieces together:

Re¢P1,P2,P3,P4

A more elegant solution to this problem involves the use of dyadic
transpose. We begin by padding CMAT so that its number of rows is
divisible by 4:

NRel (1TpCMAT) 4
CMAT«( (4xNR),7)TCMAT

Second, reshape the matrix into a 3 dimensional array:
CMAT¢(4,NR,7)pCMAT

In our illustration, CMAT is now:

ANNE
BILL
CAL
DOT
ED

FRED
GAIL
HAL
IKE
JOAN

KEN
LISA
MIKE
NED
PAT

RICK
VI
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expression to be executed once for each set. The variables F1,
F2,... (where the n in Fn is included in the list of field numbers in
the left argument) are assigned the values of the respective fields
for the current set.

Suppose the variables required for this problem are located in the
following fields of the file:

Field
Number Variable
3 IAGE
4 SEX
9 UCLASS
12 DBEN
13 APREM

You can add up the APREM variable (field 13) for all records on file
with the following statements:

SUM«0
(FP,13) EXECUTE 'SUM¢SUM++/F13'

The EXECUTE function will execute the expression SUM¢SUM++/F13 once
for each set on file. Before executing the expression, it will read
from file the 5000 element vector of APREM values for the current set
and will assign it to the variable name F13 (because the number 13 is
in the left argument of EXECUTE).

To perform the desired 3-way reduction, we write the following
function:

V SUMeXTAB;I3:;I4;1I9
Returns the 3-way plus reduction by age, sex and
underwriting class of death benefits, annual
premiums and frequency counts. Requires globals:
F3 (IAGE), F4 (SEX), F9 (UCLASS), Fl2 (DBEN),
[5] F13 (APREM). Requires fn: PLUSRED. Origin 1.
(61 Which age class?
[L71 I3¢1+LF3+10
[8]1 @A Which sex class?
[91 J4¢<'MF'LlF4
[10] A Which underwriting class?
[111] TI9«'SABCD’1lF9
[12] A Perform the 3-way plus reduction:
[13]1] SUMe«(10 2 5, 3 4 9) PLUSRED F12,[11F13,[0.511

v

(11
[21
[3]
[41]

D2D2DDDD®DD

Then we use EXECUTE to execute this function once for each set of
5000 policies:

SUM«0
(FP,3 4 9 12 13) EXECUTE 'SUM¢SUM+XTAB'
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PROBLEM: Suppose you need to perform a 2-way plus reduction by A and
B, another by B and C, and another by A and C. You could
perform the 3-way plus reduction by A, B and C and then
respectively plus reduce dimensions 3, 1 or 2 of the result
to generate the desired arrays. Taking this approach to
its extreme, you would always perform a single n-way plus
reduction by every possible classification and then use
monadic plus reduction to eliminate those dimensions not
needed for particular reports. What are the problems which
arise from taking this extreme approach? How can the
problems be overcome?

TOPIC: Milky-Way Reductions

We define a new term:

Milky-Way reduction: an n-way reduction in which you reduce by
every classification variable under the sun, generating a result
which may have an astronomical number of elements.

Performing Milky-Way reductions can improve your productivity and
reduce computer processing time consumed. Compare the following:

I7€1+LIAGE+10 (by IAGE)

I8¢« 'MF'lSEX (by SEX)

I9¢'SABCD' LUCLASS (by UCLASS)
Milky-Way: SMRY€«(10 2 5, 7 8 9) PLUSRED APREM

By SEX and UCLASS:

N-way: (2 5, 8 9) PLUSRED APREM
Milky-Way: +/[11SMRY

By IAGE and UCLASS:

N-way: (10 5, 7 9) PLUSRED APREM
Milky-Way: +/[21SMRY

By Sex:

N-way: (2, 8) PLUSRED APREM
Milky-Way: +/[11+/[31SMRY

Unfortunately, the number of elements in the result of a Milky-Way
reduction may be astronomical. Your active workspace may not be big
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enough to contain them. Even if it can contain them, the process of
plus reducing the array to a manageable size will be costly and time
consuming because of the tremendous number of values.

Ironically, the majority of the values are zeros. For example, if
you perform a 7-way reduction in which the 7 classifications
respectively involve 5, 6, 7, 8, 9, 10 and 11 classes, the result (on
a vector) will contain 1,663,200 elements (5x6x7x8x9x10x11),
regardless of the length of the vector being reduced. If the vector
contains 5000 elements, the result will contain at most 5000 nonzero
values. If the entities represented by the 5000 elements are
somewhat similar to one another, many of the entities will be
classified the same. Then there will be fewer than 5000 nonzero
values in the result, perhaps much fewer.

If we discard the zeros and retain just the nonzero values, the
result of a Milky-Way reduction is more manageable. Of course, we
must keep track of where the nonzero values belong in the result.

We propose the following functions:

Are¢(dshape,cindl,cind2,...,cindN,{d}) APLUSRED array
AMAXRED
AMINRED
AANDRED
AORRED

The meaning and syntax of these functions are identical to those of
the PLUSRED, MAXRED, MINRED, ANDRED and ORRED functions introduced
earlier in the chapter. The only difference between those functions
and these is the result. The result of these functions is a
"compressed Milky-Way array" which is a numeric vector whose elements
are defined as follows (origin 03}:

ar[0]1 R -- rank of the array right argument
Arfl] D -- dimension being reduced (origin 0)
Ar[2] N -- shape of dshape, i.e. the N for an N-way
reduction
Ar[3+1R] S -- shape of the reduced, but not expanded
(i.e. zero-filled), result
AYr[(3+R)+1N]1 DS -- resulting shape of dimension reduced,
i.e. dshape
Ar[(3+R+N)+1S[D1]1 RIND -- indices (origin 0) into the raveled

dshape dimensions of the existing (i.e.
nonzero) values
Ar[ (3+R+N+S[D1)+1x/S] DATA -- raveled existing (i.e. nonzero) values

Since the results of these functions are not in very useful forms, we
need another set of utility functions to convert them back to the
more familiar multi-dimensional forms (including zeros where
appropriate). We propose the following functions:
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reways APLUSWAY Ar
AMAXWAY
AMINWAY
AANDWAY
AORWAY

The right argument of these functions is a compressed Milky-Way array
as returned by the corresponding functions APLUSRED, AMAXRED,
AMINRED, AANDRED or AORRED. The left argument is a vector of the
ways (i.e. indices from N for an N-way reduction) to be returned.
The result is the normal X-way reduction (where X=p,ways) as returned
by the functions PLUSRED, MAXRED, MINRED, ANDRED or ORRED.

For example:

A€(5 6 7 8 9 10 11, 1 2 3 4 5 6 7) APLUSRED NVEC

O0I0«1

02 4 6 APLUSWAY A
6 8 10

el 7 APLUSWAY A
5 11

02 APLUSWAY A
6

cp(10) APLUSWAY A
0

Finally, we need to address the problem of performing Milky-Way
reductions on files. When using PLUSRED, we execute an expression
like the following, once for each set of, say, 5000 records on file:

SUM«SUM+A PLUSRED B

This solution will not work with the Milky-Way reduction functions
since the values in SUM (after the first set) and the values in the
result of APLUSRED are not corresponding data values. They are,
instead, both compressed Milky-Way arrays. We propose the following
functions:

ACe€AA APLUS AB
AMAX
AMIN
AAND
AOR

These functions perform the +, I, L, A and v functions, respectively,
between two compressed Milky-Way arrays, returning a compressed
Milky-Way array. If either argument is an empty array, the other
argument is returned.

The solution for working with files, then, needs to be modified only
slightly when performing Milky-Way reductions:

ASUM€10 (before loop)
ASUM¢ASUM APLUS A APLUSRED B (within loop)
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The writing of these functions is left as an exercise below.

AUALAUAL NUALALAL AUNUAUAL AUNUALAL T AUAUAUAY AUAUAUAY AUAUALAL AUAU ALY

PROBLEMS: (Solutions on pages 340 to 361)

Given a 500 element character vector TZONE whose values represent
the time zones (E, C, M, P, H) in which each of your 500 fast
food restaurants are located, how many restaurants are located in
each time zone?

If SALES is a 500 element numeric vector whose values represent
the annual sales, in dollars, of the corresponding 500
restaurants of the prior problem, what are the annual sales by
time zone?

If TYPE is a 500 element character vector whose values represent
the restaurant types (B, C, P, S) of the corresponding 500
restaurants, how many (FRQ) restaurants of each type are located
in each time zone? What are the annual sales (AMT) for each of
these type/zone breakdowns? How large (MAX) was the largest
restaurant in each of these type/zone breakdowns?

Write one or more of the utility functions PLUSRED, MAXRED,
MINRED, ANDRED, ORRED defined in this chapter. Compare your
functions to the listings of those functions included in the
solutions at the back of the book.

Write one or more of the utility functions APLUSRED, AMAXRED,

AMINRED, AANDRED, AORRED, APLUSWAY, AMAXWAY, AMINWAY, AANDWAY,
AORWAY, APLUS, AMAX, AMIN, AAND, AOR defined in this chapter.

See the listings at the back of the book.

-114-






Chapter 8

WRITING USER-FRIENDLY INTERACTIVE FUNCTIONS

An interactive function is one which "prompts'" you to enter
information at the keyboard. 1In this chapter we discuss the
primitive capabilities available in APL for writing interactive
functions. We also define utility functions which make the primitive
functions easier to apply and friendlier to use.

NUAUAUAS T AUAUAUAY AUALAUAY AUNUAUAY URUNUNY AUASAUANY AUNUALAS T AUAU AU AL

PROBLEM: Write a function ASKUSER which prompts you to "ENTER
EMPLOYEE NAME", assigns the character vector response to
the variable NAME, prompts to "ENTER SALARY" and assigns
the numeric scalar response to SALARY.

TOPIC: Primitive Interactive Functions

The primitive niladic APL functions 0 (quad) and O (quote-quad) allow
user interaction. When invoked, both functions causes execution to
pause while you type information at the keyboard. When you press the
RETURN (or ENTER) key, the typed information is returned explicitly
and execution resumes. Graphically, the 0 and 0 represent "windows"
through which information passes to the computer from the outside
world. In general, O is used to enter numeric information and MO is
used to enter character information.

A simple solution to the stated problem follows:

VvV ASKUSER
[11 'ENTER EMPLOYEE NAME'
[2] NAMEe€l
[3]1] '"ENTER SALARY’
{41 SALARY«O
v
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On the 1st and 3rd lines, the prompts are expressed as constant
character vectors. Since the vectors are not assigned to variable
names or otherwise used as arguments to functions, they are
displayed. This behavior is one of the great simplifications in

API: to generate output, just construct an array (as a constant or
as the result of an expression) and do not assign it to a variable or
otherwise use it. This is why the expression 2+3 causes 5 to display
but the expressions A¢2+3 or 6x2+3 do not cause 5 to display, even
though the same 2+3 operation is being performed.

This convention for generating output in APL is a mixed blessing.
While it is simple to generate output, it is sometimes unclear from
context whether or not output is being generated. For example, does
the following function line generate output?

{151 CRUNCH I

The answer depends upon whether or not the monadic function CRUNCH
returns an explicit result. If so, the result is not being assigned
and so will be displayed. If not, nothing will appear (unless output
is generated during the execution of CRUNCH). Because of this lack
of clarity, some APL programmers choose to show output explicitly by
assigning it to 0. For example:

153 O¢CRUNCH I

Note that the "window" analogy still holds when using 0O in this
context. Now information is passing from the computer to the outside
world. Not only does the O¢ convention add clarity, it also enables
you to locate (under program control) occurrences of output in case
you wish to direct output elsewhere (say, replace 'O¢' by 'OUTPUT ')
or turn it off altogether (say, replace 'O¢’' by 'O 0p').

Using this convention, let us rewrite our simple solution:

vV ASKUSER
[1] 0O'ENTER EMPLOYEE NAME'
[2] NAMEe[O
[31] O0«’ENTER SALARY'
[4] SALARY«[
v

When executing this function, you will see the following:

ENTER EMPLOYEE NAME

where the "_" symbol represents the location of the cursor (or print
mechanism) while the computer is awaiting your response.

Why is the cursor located at the beginning of the line below the
prompt? Output in APL (via O« or automatic output) is automatically
followed by a '"carriage return" (i.e. a newline). The only way to
suppress the succeeding carriage return is by assigning the output to

-117-



Chapter 8 WRITING USER-FRIENDLY INTERACTIVE FUNCTIONS

M, the other "window". In fact, the inclusion or exclusion of the
carriage return is the only difference between ¢ and [b¢. For
example, consider the following function:

v DISPLAY
{11 O¢'VALUES: '
[2] O€2 3 4
[31 0O«'.’

v

When you execute this function, you will see the following:

VALUES: 2 3 4.

Notice that the last statement uses O¢, causing the cursor to move to
the start of the next line for any subsequent output (including the 6
space indent you get in immediate execution mode).

How can we modify our solution to display the prompt and leave the
cursor beyond the prompt on the same line?

ENTER EMPLOYEE NAME:

Given the behavior of 0O« described above, we are compelled to try the
following:

{11 [Oe¢’'ENTER EMPLOYEE NAME: '
[2] NAMEeD

Sure enough, it behaves as we want it to:
ENTER EMPLOYEE NAME: LANDER, KEVIN

Unfortunately, when we check the value of the variable NAME, we find
that it contains not only the name but the prompt as well:

o NAME
34
NAME
ENTER EMPLOYEE NAME: LANDER, KEVIN

The 0O function returns every character on the line, whether put there
by 0O« or by user entry. (Some APL systems return the [0¢ characters
as blanks or stars or other designated characters.) Clearly, we need
to drop the prompt characters from the result of [:

[1] 0O¢'ENTER EMPLOYEE NAME: '
[2] NAME«21.10

The number 21 is the length of the prompt (including the trailing
blank).
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Can we apply the same technique to the SALARY prompt? No. Quad (0)
input causes the characters "O:" to display. For example:

ENTER SALARY
O:

If we use [¢'ENTER SALARY: ', all we accomplish is to put the "O:" at
the end of the prompt line:

ENTER SALARY: Q:

If we want to eliminate the "0O:" from the prompt, we must use 0
input. However, the result will then be character valued. To
convert the characters to the numbers they represent, we must use
execute (¢). Our final solution is therefore:

Vv ASKUSER
{11 0[O¢'ENTER EMPLOYEE NAME: '
[2] NAMEe¢21.10
[3]1 0O¢'ENTER SALARY: '
{41 SALARY€¢¢1410
v

AUAUNUAY  AUMUALUAL AUAUAUAY AUAUAUALY AUAUAUALY AUALUAUAY AUALAUAY AU AL AL AU

PROBLEM: Write utility functions which prompt for character vectors
or numeric vectors and which handle the problems associated
with each.

TOPIC: Utility Interactive Functions

First, we will define a monadic function CPROMPT (character prompt)
which will display its character vector right argument as a prompt
and will allow you to enter a response at the end of the same line,
returning your response as a character vector.

[WSID: INPUTI]
V R¢CPROMPT PROMPT
[1] ~n Displays character vector PROMPT, allows
[2] A keyboard input on same line and returns
[3]1 A character vector response.
[41] 0«PROMPT
[51 Ré¢(p , PROMPT) I
v
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Note the use of ravel (,) on the 2nd line to handle the case in which
PROMPT is a scalar (e.g. ReCPROMPT '?').

Given this utility function, the solution to the problem of the last
section may be rewritten:

v ASKUSER
(1] NAME«<CPROMPT 'ENTER EMPLOYEE NAME: '
[2] SALARY«¢CPROMPT 'ENTER SALARY: '

v

This function is an improvement over the previous solution. However,
problems remain. If you accidentally type a non-numeric character
(e.g. 3B5) in response to the 'ENTER SALARY:' prompt, an APL error
message will appear (from ¢) and the function will suspend. This is
not user-friendly behavior.

We could use 0 input ("evaluated input'") to avoid the suspension.
When an error occurs in evaluated input mode, the error message is
displayed and you are reprompted. For example:

ENTER SALARY

0:

3B5
VALUE ERROR
] 3B5

A
(15

However, evaluated input mode has several disadvantages. The first
is that its appearance (0:) is odd to a naive user. The second is
that the error messages are technical APL messages (e.g. SYNTAX
ERROR), not user-oriented messages (e.g. DEPARTMENT NUMBER MUST BE
NUMERIC). The third is that you may inadvertently invoke other
functions in the workspace. The fourth is that the response will not
be accepted on the same line as the prompt.

Therefore, we will stick with 0 input ("character input"). We will
define a function NINPUT (numeric input) which will display its
character vector prompt right argument and will allow you to enter a
response at the end of the same line. The response will be converted
to numbers if possible and returned. If not possible, the message
'+% ENTER NUMBERS ONLY **' will be displayed and you will be
reprompted.

How then do we convert a character vector which looks like numbers
(e.g. '67 15') into a numeric vector (e.g. 67 15)? A number of APL
implementations (e.g. APL*PLUS, SHARP APL) have available the
companion monadic functions OFI (fix input or format inverse) and OVI
(verify input). The OFI function is just what we are looking for.

It converts its character vector or scalar right argument into a
numeric vector result. Each group of contiguous nonblank characters
is converted into a single numeric element. If the group of
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characters does not represent a valid number, it is returned as 0.
For example:

OFI '67.5 3B6 5 0 HI'
67.5 05 00

Since invalid groups are returned as 0, another function is required
to tell the good 0s from the bad 0s. This is what OVI does. The OVI
function converts its character vector or scalar right argument into
a Boolean vector result. Each group of contiguous nonblank
characters is converted into a single bit: 1 if a valid number, 0 if
not. For example:

Ovi '67.5 3B6 5 0 HI'
10110

The OFI and OVI functions always return vectors, never scalars. For
example:

oOFI '6'
1

pOFI '
0

Using OFI and OVI, the definition of NINPUT is:

[WSID: INPUTI]
vV ReNINPUT PROMPT
[11 @A Displays character vector PROMPT, allows
[2] A keyboard input on same line and returns
[3] A numeric vector response. Requires CPROMPT.
[4] L1:R¢CPROMPT PROMPT
[51 =(A/0OVI R)pL2
[6] O¢'’'*%x ENTER NUMBERS ONLY #*x%'
[71 =>L1
[8] L2:Re¢0FI R
v

If OFI and OVI are unavailable in your implementation of APL, you
must write an APL function which performs a similar function. Such a
"parsing" function is quite complicated and is not included here.

In APL2, which does not have OFI and OVI, exception handling may be
used to execute the character vector and to display appropriate
messages if it can not be successfully executed. The system function
OEA (execute alternate) is used. It executes its right argument and
returns the result. If an error occurs while executing its right
argument, its left argument is executed.
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In APL2, the definition of NINPUT is:

[WSID: INPUT]
Vv ReNINPUT2 PROMPT
[1] a Displays character vector PROMPT, allows
[2]1 A keyboard input on same line and returns
[31 A numeric vector response. Requires CPROMPT.
[41 L1:Re¢CPROMPT PROMPT
[51 A Return empty numeric vector if all-blank response:
[61] S(Rv.#' ')pL2
(71 R¢10
[81] -0
[9]1 A Allow only characters which may be parts of numbers
{101 A (so that other functions will not be executed):
{111 L2:»(A/R€’'0123456789."E ')J)IL3
[12] A Make sure any E (exponential notation) is not
{131 A preceded by a blank:
{141 =->»(v/’' E'e' ',R)pL3
[15]1 A Ravel when assigning to insure a vector result:
[161 'sL3' OEA 'R¢,',R

[17]1 -0
{18] L3:0¢'*% ENTER NUMBERS ONLY *%'
{191 -L1

v

ACAUANUAY AUAUAUAL AUNURUAL S AUMUAUNY AUNUNUAY AUAUNUAY NUALAUAY AUAUALAY

PROBLEM: Write a function ASKUSER which prompts for employee name,
salary and project codes (numeric) and assigns the
respective responses to NAME, SALARY and CODES. Verify
that the name is not all-blank, that the salary is a
positive integer less than 100,000 and that no more than 5
project codes are entered. Terminate ASKUSER immediately
if the user types END in response to any question. The
explicit result of ASKUSER is 0 if END is typed and is 1
otherwise.

TOPIC: Utility Validation Functions

Let us take a reverse-engineering approach to this problem. We will
write the ASKUSER function, employing imaginary utility functions as
needed. Then, we will write the utility functions. Here is the
finished solution:
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vV R€ASKUSER

[11 ReO
[2] L1:-»0 ESCAPE NAME<CPROMPTE 'ENTER EMPLOYEE NAME: '
[3] »L1 IF (NAMEA.=' ') MESSAGE '** YOU MUST ENTER A NAME'

[4] L2:-0 ESCAPE SALARY¢l NPROMPTE 'ENTER SALARY: '

[51] »L2 IF ((SALARY#[SALARY)VSALARY=0) MESSAGE '#** SALARY
MUST BE A POSITIVE INTEGER'

(6] »L2 IF (SALARY>100000) MESSAGE '#** SALARY ‘IS
EXCESSIVE'

{71 L3:-0 ESCAPE CODES«0 NPROMPTE 'ENTER PROJECT CODES: '

[81] »L3 IF (5<pCODES) MESSAGE '#** TOO MANY PROJECTS'’

[91 Rel
v

This function was easy to write and is easy to read. Comments are
unnecessary. Our task now is to write the utility functions such
that the function is '"user-friendly" as well.

The CPROMPTE (character prompt with escape) function behaves like the
CPROMPT function written earlier with one exception. It checks for
the "escape'" word END and returns the numeric scalar 1 if entered.
Otherwise, it returns the character vector entered via the keyboard.
The CPROMPTE function is listed below.

Since some applications permit the use of more than one escape word
(e.g. END, QUIT, BACKUP, ABORT, HELP, PRINT, etc.), we have written
CPROMPTE to illustrate the use of several escape words, specifically
END, BACKUP, and ABORT. CPROMPTE returns the scalar 1, 2 or 3 if the
respective escape word is entered.
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{WSID: INPUT]
vV R¢CPROMPTE PROMPT;S
Displays character vector PROMPT, allows
keyboard input on the same line and returns
character vector response. Checks for entry
of escape words END, BACKUP or ABORT and
returns corresponding numeric scalar 1, 2 or 3
if even partially entered. (Modify to include
[71 your own set of escape words or to use exact
[81 matching.) Requires: CPROMPT.
[91] R¢CPROMPT PROMPT
[10] A Exit if empty entry:
[11] ->(xS¢pRJIIO
[12] A Branch unless 'END' partially entered:
[131 ->(RV.#ST'END')JpLl

[11
(21
(31
[4]
[5]
[6]

DD2DDO®XDDDDD

[14] A For exact (not partial) match:

[151 A >((3#S)V'END'v.#3TR)pL1l

[16] A Or, if = is available:

(171 A »>('END’'=R)IL1

{181 A Else return scalar 1 (in origin 1):

[191] ReOIO
[20]1 =0
{211 A Return 2 if 'BACKUP' entered:
[22] L1:2(Rv.#S1'BACKUP’')pL2
[23]1 Re1+0I1I0
[24] -0
[25]1 A Return 3 if 'ABORT' entered:
[26] L2:>(Rv.#ST'ABORT')p0O
[27]1 Re2+0I0
v

The ESCAPE function is a dyadic function which checks to see if its
right argument is a scalar. If so, it returns its label left
argument. If not, it returns an empty vector so that no branch will
take place. The ESCAPE function is listed below.

The ESCAPE function has been written to accomodate multiple escape
words. For example, the expression,

2(L99,L1,0) ESCAPE NAME«CPROMPTE 'ENTER EMPLOYEE NAME: '
will cause a branch to one of the '"labels'" 199, L1l or 0 if the
corresponding escape word END, BACKUP or ABORT is entered. If a

single label is provided as ESCAPE’'s left argument, that label is
returned if any of the escape words is entered.
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[WSID: INPUT]
Vv R¢LABELS ESCAPE CODE

[11] Used as:
[21]
[31]
[41
[51
[61]

[71

-»(L1,L2,0) ESCAPE NAME«CPROMPTE 'ENTER NAME: '

Returns LABELSIL[CODE] if code is a scalar.
Otherwise, returns 10 so no branch occurs.
If LABELS is a singleton, it is returned for
[81 any scalar CODE.
(91 Return empty vector for non-scalar CODE:
[10] Rer 0
[111 -(xppCODE)pO
{121 A Return LABELS for singleton LABELS:
{131 Re¢LABELS
(141 ->(1A.=pLABELS)pO
[15]1 A Otherwise, return label for corresp escape code:
[16] Re¢LABELSICODE]!

v

DDO®XDODDD®ZTDO®TDODDDD

The IF function is the standard conditional branching function.

[WSID: INPUTI]

V RelL, IF C
[11] na Conditional branch function. Used as:
[21] A -»LABEL IF I>50
[3] ReC/L

v

The MESSAGE function is a dyadic function which returns its Boolean
left argument and which displays its character vector right argument
only if the left argument is 1.

[WSID: INPUT]

V R¢BIT MESSAGE CVEC
(1] a Displays err msg CVEC if BIT=1. Used as:
£21
[3]
[4]
[51] ReBIT
[6] -BITIO
[71 0«CVEC

v

2ASK IF (X<0) MESSAGE 'VALUE IS NEGATIVE'

DD D

The NPROMPTE (numeric prompt with escape) function is dyadic. Its
left argument is the number of numbers required. Since a check for
the exact number of numbers entered (usually 1) is the most common
numeric input check, we will build the check into the function. If
the left argument is 0, we will accept any number of numbers. Since
the result of NPROMPTE is passed as the right argument of ESCAPE, we
will use CPROMPTE within NPROMPTE and will return a numeric scalar
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(escape) result directly instead of the normal numeric vector
response.

The NPROMPTE function for APLA*PLUS or SHARP APL follows:

[WSID: INPUT)
V R¢NUM NPROMPTE PROMPT
Displays character vector PROMPT, allows
keyboard input on same line and returns
numeric vector response of length NUM
[4] (or of any length if NUM=0). Returns
£51 numeric scalar escape code if escape word
(6] p entered. Requires: CPROMPTE.
[7]1 L1:R¢CPROMPTE PROMPT
[81 n Exit if scalar escape code:
[91] 2>(ppRILO0
[10] ~»(A/0VI RI/L2
{111 0O¢'x* ENTER NUMBERS ONLY #x'
{121 »L1
[131 L2:Re0FI R
[14]1 A Exit if NUM is 0 or is length of input:
[151 -NUMIO
[161 ->(NUM=pR)/0
[171 O¢'’'x*x ENTER ',(3NUM),' NUMBER',(NUM=1)l'S **'
(181 -~L1

[11
£2]
{31

DPD>XD®DD
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The NPROMPTE function for APL2 follows.

[11
[21
[31
(41
[51
(61
£71
[8]
(91l
(101
(111
(121
(131
{141
[151
[161
[171
[181
{191
[201
[211
[221]
(231
[241
[251]
(261
(271
(281
[29]

PROBLEMS:

[WSID: INPUT]

vV R¢NUM NPROMPTE2 PROMPT

Displays character vector PROMPT, allows
keyboard input on same line and returns
numeric vector response of length NUM

(or of any length if NUM=0). Returns

numeric scalar escape code if escape word
entered. Requires: CPROMPTE.

L1:R¢CPROMPTE PROMPT

A Exit if scalar escape code:

>(ppRILO

A Return empty numeric vector if all-blank response:
2(Rv.#' 'JpL2

Re10

>L4

A Allow only characters which may be parts of numbers
A (so that other functions will not be executed):
L2:>5(A/R€’'0123456789.E ')IL3

A Make sure any E (exponential notation) is not
A preceded by a blank:

2(v/' E'e' ',R)pL3

A Ravel when assigning to insure a vector result:
'>13' OEA 'R¢,',R

DD2DD®IDD

2>L4

L3:0¢'*%x ENTER NUMBERS ONLY *x%'

2L1

A Exit if NUM is 0 or is length of input:
L4 : >NUMIO

- (NUM=pR) /0
O¢'*%x ENTER ',(sNUM),' NUMBER', (NUM=1)l'S *x’
»L1

AUAUAUAY AUAUANUAY T AUAUAUNY AUAUAUAY S AUAUAUAY AUAUAUAY AUALUAUNY S fuAU ALY

(Solutions on pages 362 to 363)

1. Write a function LPROMPTE (letter prompt with escape) which
prompts for a single letter. The right argument is the character
vector prompt. The left argument is a character vector of
allowable single characters which the user may enter. The result
is a one element vector index into the left argument of the
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character entered or is the numeric scalar escape code if an
escape word is typed. To illustrate:

[10] -0 ESCAPE ACTION¢'ACD' LPROMPTE 'ADD, CHANGE, DELETE: '
£111 »(ADD,CHANGE,DELETE) [ACTIONI]

2. Suppose you are writing interactive functions for a user who does
not have an APL terminal. Without an APL terminal, the user
cannot enter a negative symbol (7). What modifications would you
make to the utility functions described in this chapter to allow
the user to enter a minus symbol (-) for negative numbers (e.q.
-38)7

3. Write a niladic function PROPOSAL which generates a proposal for
life insurance as follows:

PROPOSAL
NAME: Fred
NUMBER OF KIDS: 3

AGES OF KIDsS: 3 4 8
PRESS ENTER WHEN READY... (press ENTER key)

Dear Fred:

As a proud parent of 3 kids (whose
average age is 5), you need insurance.

(press ENTER key)
GENERATE ANOTHER PROPOSAL? N

Use the utility functions developed in this chapter.
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Chapter 9

MANIPUILATING DATES

In the field of data processing, one of the more commonly
processed forms of data is dates. Dates tell us when employees were
hired, when bonds mature, when insurance policies take effect, when
commissions are due, when materials must be reordered, when expenses
are incurred, and so on. Despite the many uses of dates, the number
of different tasks performed on dates is small. This chapter
discusses those tasks: representing dates in APL, entering dates,
displaying dates and manipulating dates.

AUAUALAY  AUAUAUAY AUAUALAL AUAUALUALY NUALUAUNY AUAUAUAL AUAUAUAY AUAU AU AL

PROBLEM: Given that APL supports only two datatypes (numbers and
characters), how should dates be represented?

TOPIC: Representation of Dates in APL

Suppose you wish to keep track of the date March 22, 1986. What are
the different possible conventions you might employ to store this
date? Here are several:

1. DATE«'MARCH 22, 1986' ('MONTH DD, YYYY')

2. DATE«3221986 (MMDDYYYY)

3. DATE€«19860322 (YYYYMMDD)

4. DATE«860322 (YYMMDD)

5. DATE«1986 3 22 (YYYY MM DD)

6. DATE«1986 81 (YYYY DDD, days from December 31
of the previous year)

7. DATE€31127 (Days from December 31, 1899)

In order to choose the best convention, you must consider the ways in
which the date is to be used. Different representations are better
for different applications.
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For example, the first representation (DATE«¢'MARCH 22, 1986') is
ideal if all you want to do with the date is display it. However,
the representation requires 14 bytes (characters) of storage which is
more than any of the other representations and it does not lend
itself to chronological sorting or to date arithmetic (say, adding 3
months to it).

The second representation (DATE«3221986) requires less storage (4 or
8 bytes depending upon the APL implementation) and is still fairly
easy to display in a meaningful form (say 3/22/1986). However, it
also requires transformation before it can be sorted or used in date
arithmetic (since 3221986 is greater than 1221987 but 3/22/1986
occurs earlier than 1/22/1987).

The third representation (DATE¢19860322) requires the same storage as
the prior representation and is fairly easy to display in a
meaningful form (say 1986/03/22) and can be sorted with or compared
to other dates directly, without transformation. For example, since
19870122 is greater than 19860322, it occurs later.

The fourth representation (DATE«860322) is similar to the prior
representation. Its advantage is that it displays in two fewer
character positions (say 86/03/22 vs. 1986/03/22), though the storage
requirements are the same. Its disadvantage is that the year is
ambiguous and may not sort properly when comparing to dates in the
next century (e.g. 15/03/22 for 2015/03/22).

The fifth representation (DATE«1986 3 22) has different storage
requirements than the prior three representations (more or less
depending upon the APL implementation). It is easier to work with
for some manipulations (say, year arithmetic) but harder for others
(say, comparing dates to see which is later).

The sixth representation (DATE«1986 81) makes day arithmetic easier
but meaningful display harder. For example, it is simple to see that
the date 50 days beyond 1986 81 is 1986 131. However, it is not as
simple to see that 1986 131 is May 11, 1986.

The seventh representation (DATE«31127) makes day arithmetic, date
comparisons and chronological sorting trivial operations. However,
converting the date to a meaningful form (year, month, day) is a
complex task.

Depending upon the specific requirements of your application, you may
decide to pick any one of these or another form of date
representation. If you are undecided, representations 3
(DATE«19860322) and 5 (DATE«1986 3 22) are good choices. These
representations seem to provide a nice balance between the extreme
forms 1 and 7.

AUAUALAL AUNLAUAY AUAUAUAY AUAUAUAY D AUAUAUAL D AUAUAUAL AURUAUAL AUAL AU AL
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PROBLEM: Write a monadic function IPDATEMDY (input date in month,
day, year order) which may be used to convert a date, as
entered, into the internal representation of the date. The
right argument of IPDATEMDY is the character vector
representation of the date in month, day, year order and
the result is the numeric scalar representation (YYYYMMDD)
of the date. For example: DATE«IPDATEMDY CPROMPT 'ENTER
DATE OF HIRE: ' (where CPROMPT returns the character vector
response to the prompt provided as its right argument).

The result is 0 if the right argument does not represent a
valid date.

TOPIC: Entering and Validating Dates

To be as friendly as possible, the function must allow you to enter
the date in any reasonable form. For example, if the date being
entered is March 22, 1986, the right argument (i.e. your response)
may be in any of the following forms:

3/22/86

3.22.1986

3 22 1986

3 22 (if the current year is 1986)
3-22

3-22-86

and so on

To be as safe as possible, the function must verify that the date
entered is a valid date. For example, some dates which should be
rejected are 13/25/86 and 2-29-86.

The function follows:
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[11

£21

[31]

[41]

[51

[61]

[71

(81

[91l

(101
(111
{121
(131
[141]
{151
[16]
(171
(181
(191
£201
[211
[221
[231]
[24]
[25]
[26]
[271]
[281]
[291]
[301]
£311]
[321]
[331]
[341]
[35]
[361]

£371
[381]
[39]
(401
[41]
[42]
(431

[WSID: DATES]

vV YYYYMMDD«IPDATEMDY CVEC;DD;MM;NVEC;YY;0IO

A Converts the character vector representation
A of a date (e.g. '6/15' or '3-22-1986' or

A '3 22’ or '3.22.86') to an integer scalar

A representation (YYYYMMDD) of the date.

A The items in the right argument are in month,
A day, year order. The result is 0 if the

A date is invalid.

A

0I0¢«1
A Ravel CVEC in case a scalar; replace '/-.'
A by space:
CVEC«,CVEC
CVECL(CVECe'/~."')/1pCVECI¢' '
A Set result to 0 and exit if date not wvalid:
YYYYMMDD<«O
A Date must contain only digits and spaces
A (once / and - are converted):
>(A/CVECe' 0123456789')10
A Convert character vector to numeric vector:
NVEC«, ¢CVEC
A Date must have 2 or 3 elements (MM DD or
A MM DD YY):
2((pNVEC)e 2 31310
A Stick on current year if omitted:
+(3=pNVEC)pL1
NVEC¢NVEC, 1p0TS
A Convert YY to YYYY using current century:
L1:YYeNVECL 3]
*(YY>99)pL2
YYe¥YY+100xLOTS[11+100
A Validate month:
L2:MMeNVECI 1]
>(MMe112)10
A Validate day of month:
DD¢NVECL[ 2]
>((DD<1)VvDD>(31 29 31 30 31 30 31 31 30 31 30
e0
A Check 2/29 if a leap year:
+>((MM#2)vDD#29)pL3
A Leap year every 4 years except at centuries
A (except 4th centuries):
2((0#41YY)Vv(0=1001YY)AO#4001YY)pO0
A Pack date into YYYYMMDD format:
L3:YYYYMMDD¢1001YY,MM,DD

AUAUAUAL AUALALAY AUNUAUAY AUAUANUAL AUAUAUAL AUAUAUAY AUALALAY AUAUAL AL
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PROBLEM: Given the three element vector DATE which represents a
single date (in YYYY MM DD format), write the APL
expressions which will generate each of the following date
formats (for DATE€¢1986 3 22):

a. MAR 22, 1986

b. March 22, 1986
c. 3/22/86

TOPIC: Formatting Dates for Output

In the first format (MAR 22, 1986), we must convert the month from an
integer (e.g. 3) to a 3 element character vector (e.g. 'MAR'). The
most direct way to do this is to first construct a 3 column character
matrix which has one row per possible month:

MON¢12 3p'JANFEBMARAPRMAYJUNJULAUGSEPOCTNOVDEC'

Then we may use the month number as the row index into MON. Here is
one approach (showing 1986 3 5 as MAR 05, 1986):

MONLDATEC21;1,' ',("27'0',3DATE[31),', ',3DATE[1]

This approach does not work for a matrix (3 columns) of dates. It
must be modified, as in the following:

DAY«2 O%DATEL ;3]

DAYL (' '=DAY)/lpDAY1«'0’

DAY« ( (1TpDATE),2)pDAY

MONIDATE[;21:;1,’ ',DAY,',’',5 O%DATE[;,1]

If your implementation of APL supports the system function OFMT, you
may construct this date format with the following:

One date:
MONI[DATE[2131,,'X1,212,<,>,I5' OFMT (DATEL3]1;DATE[11)
Matrix of dates:
'3A1,X1,72I12,<,>,15' OFMT (MONLDATE[;21;1;DATEL;3 11])
In APL2, you may do the following:
One date:
MONI[DATE[2]1;1,' 05, 5555'sDATEIL3 11
Matrix of dates:

MONIDATE[:;21;1,' 05, 5555'sDATE[;3 1]
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In the second format (MARCH 22, 1986), the entire month name is
displayed. This format differs from the first in that the length of
the formatted result is not fixed but depends upon the length of the
month name and upon the number of digits in the day.

One approach to selecting the month name portion of the date is to
build a character matrix of month names (padded to the right with
blanks), extract the appropriate row and squeeze out the blanks:

MONTH«12 9p'JANUARY FEBRUARY MARCH APRIL MAY...'
MON«MONTHLDATE[21;]
MON¢(MON#' ')/MON

A second approach is to build a character vector of month names and a
corresponding vector of the lengths of the names. The vector of
lengths may be used to locate the corresponding name:

MONTH¢ ' JANUARYFEBRUARYMARCHAPRILMAYJUNEJULYAUGUST. . .'
MLEN¢« 7 8 5 5 3 4 4 6 9 7 8 8
MON€MONTHL (0 ,+\MLEN) [DATEL2]J+LMLENIDATEL[2]1]

Using either approach, once the name is selected, the formatting of
the date is simple:

MON,' ’',(®DATE[31),’, ',sDATEL1l]

Generally, the second format (MARCH 22, 1986) is not used when
formatting many dates at once since they will have a ragged
appearance:

MARCH 22, 1986
MAY 3, 1986
SEPTEMBER 17, 1987
JULY 4, 1988

On the other hand, you may choose to align the days and years:

MARCH 22, 1986
MAY 03, 1986
SEPTEMBER 17, 1987
JULY 04, 1988

To construct this result, you can simply use the same approaches
discussed for the first format (MAR 22, 1986), but create a 9 column
character matrix of right-justified month names instead of a 3 column
character matrix of abbreviated month names:

MON€¢12 9p' JANUARY FEBRUARY MARCH APRIL MAY...'
In the third format (3/22/86), the month number does not need to be
translated into a month name. However, the first two digits of the

year must be truncated. Here is one approach:

(sDATEL21),'/',(721'0' ,3DATEL(31),'/', 213DATE[1]
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This approach does not work for a matrix (3 columns) of dates. It
must be modified, as in the following:

('/',4 OsDATE(;,1]1,DATEL;31+100xDATEL;21)[;6 7 1 8 9 1 4 5]
If your implementation of APL supports OFMT, you may do the following:

One date:

,'12,</>,212,</>,ZT2’' OFMT (DATE[2];DATEL31;100IDATEL11)
or
, 'G<Z9/99/99>' OFMT 100.LDATEL2 31,100IDATE[f11

Matrix of dates:
'12,</>,212,</>,2I1I2' OFMT (DATE[:2 31;100IDATEL[:11)

or
'G<Z9/99/99>' OFMT (100I1DATEL;11)+100xDATEL;31+100xDATE[;2]

In APL2, you may do the following:
One date:
'56/06/05'sDATE[2 3 11
Matrix of dates:

'56/06/05'3DATEL;2 3 11

AUNUAUALY AUAUAUAY AUAUALUALY S AUALAUNY S AUAUANUAY NUNUNUAL AUALUAUAL AUAUAL AL

PROBLEM: Since some tasks involving dates are more easily solved
from certain date representations than from others, design
and write a set of date conversion functions which can be
used to convert between the various date representations.

TOPIC: Manipulating Dates

Suppose you limit yourself to 4 different date representations. You
will need 24 different date conversion functions to handle every
possible conversion (4 types times 3 remaining types times 2
directions: to or from). If you handle 5 different date
representations, you will need 40 different functions.

You can reduce the number of functions needed by assuming a '"base"
date representation. If you define just enough functions to be able
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to convert any date representation to or from the base
representation, you can do any possible conversion, though it may
require two steps instead of one. For example, to convert dates from
a first representation to a second, neither of which is the base
representation, you can convert the dates from the first
representation to the base representation and then from the base
representation to the second representation.

Let us use YYYYMMDD (e.g. DATE«19860322) as the base representation.
We choose this representation because it can serve a number of
functions directly, without conversions:

a. Such dates can be sorted chronologically using grade-up (4) or
grade-down (V).

b. Such dates can be compared chronologically (before or after)
using the relational functions (=, #, >, <, =z, =).

c. Such dates can be displayed directly (or with minor formatting)
and be readily interpreted by the reader.

If you prefer a different base date representation for your
applications, you may modify the functions below to suit your needs.

Assuming the YYYYMMDD base date representation, we propose the
following date utility functions:

1. MMDDYYYY¢«TOMDY YYYYMMDD
Converts from YYYYMMDD format to MMDDYYYY format. For example:
TOMDY 19860322 19870209
3221986 2091987
2. YYYYMMDD¢FROMMDY MMDDYYYY
Converts from MMDDYYYY format to YYYYMMDD format. For example:
FROMMDY 3221986 2091987
19860322 19870209
3. DAYS¢TODAYS YYYYMMDD

Converts from YYYYMMDD format to number of days since
February 29, 0000. For example:

TODAYS 19860322 19870209
725393 725717
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4.

YYYYMMDD¢«FROMDAYS DAYS

Converts from numbers of days since February 29, 0000 to
YYYYMMDD format. For example:

FROMDAYS 725393 725717
19860322 19870209
QTS«TOQTS YYYYMMDD
Converts from YYYYMMDD format to 31T0TS format (i.e. YYYY MM DD).
The shape of the result is the catenation of 3 and the shape of

the right argument. For example:

TOQTS 19860322 19870209

1986 1987
3 2
22 9

YYYYMMDD¢FROMQTS QTS

Converts from 310TS format (i.e. YYYY MM DD) to YYYYMMDD format.
The first element of the shape of the right argument must be 3.
The shape of the result is all but the first element of the
shape of the right argument. For example:

FROMQTS 3 2 p 1986 1987 3 2 22 9
19860322 19870209

DAYS360¢TODAYS360 YYYYMMDD

Converts from YYYYMMDD format to number of days since

January 1, 0000, assuming a 30 days per month, 12 months per
year, 360 days per year calendar (the 31st day of the month is
treated like the 30th day). Financial institutions frequently
assume 360 days per year. For example:

TODAYS360 19860322 19870209
715041 715358
YYYYMMDD«FROMDAYS360 DAYS360
Converts from number of days since January 1, 0000 to YYYYMMDD
format, assuming a 30 days per month, 12 months per year, 360

days per year calendar. For example:

FROMDAYS360 715041 715358
19860322 19870209
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February 29, 0000 was chosen as a base date in the TODAYS and
FROMDAYS functions for computational reasons. At the end of that
leap day, a 400 year cycle of leap years began. The conversion from
dates to days or vice versa is easier when March 1 is considered the
first day of the year. When a leap year occurs, the leap day is the
last day of the year.

Let us illustrate the application of these functions by using them to
solve a variety of problems. The following problems assume that the

variable DATES is a vector of dates whose values are assigned in the
YYYYMMDD format (e.g. DATES€¢19860322 19870209 19851225...).

A. How many dates occur in 19877
+/(DATESz19870101)ADATES=<19871231 (no conversion needed)
B. Display in MM/DD/YYYY format the dates derived by adding 30
years to each date.
'G<Z9/99/9999>"' [OFMT TOMDY 300000+DATES (assuming OFMT)
*55/55/5555 ' 3TOMDY 30000+DATES (assuming APL2)
C. What dates result when adding 90 days to each date?

FROMDAYS 90+TODAYS DATES

D. Which dates occur in any September?
(9=(TOQTS DATES)[2;1)/DATES
E. Assuming a 360 day year (as in bond calculations), how many whole
6 month periods (i.e. semiannual coupons) are there from each date
to the date July 4, 1995?
L ((TODAYS360 19950704)-TODAYS360 DATES)+180
F. Display (in YYYY/MM/DD format) the dates in the past (before
today’s date), in reverse chronological order (present to past).
D¢ (DATES<FROMQTS 310TS)/DATES

*'G<9999/99/99>"' OFMT DIL[V¥D] (assuming OFMT)
'555/55/55'sDL[¥D] (assuming APL2)
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G. Compute the ages (age last birthday) today of people born on each
of the dates.

TODAY«31T0TS
YMD«TOQTS DATES
(TODAY[11-YMDI[1;31)~-(100.TODAYL[2 31)<1001YMDIL2 33;]

The definitions of these date utility functions follow. 1In those
instances for which two substantially different algorithms are
available to perform the same task, two functions have been provided,
one with the name suggested above and the second with the same name
followed by 'A' (e.g. FROMDAYS and FROMDAYSA). You may want to time
the alternate functions for your APL installation to determine which
is faster (see the Computer Efficiency Considerations chapter).

[WSID: DATES]
vV MMDDYYYY«TOMDY YYYYMMDD
[1] n Converts dates in form YYYYMMDD to form
(2] A MMDDYYYY by numerical manipulations.
£31] A The steps: 19860322 » 322 -
[41 A (32200000000-322) > 32219860000 > 3221986
[5] ~n
[61] MMDDYYYY«L (YYYYMMDD+99999999x100001YYYYMMDD)+10000
v

[WSID: DATES]

vV MMDDYYYY¢«TOMDYA YYYYMMDD
[1] A Converts dates in form YYYYMMDD to form MMDDYYYY
[2] A by unpacking, rotating and re-packing the digits.
[3] A The steps: 19860322 > 1986 322 = 322 1986 = 3221986
(41 na
[5] MMDDYYYY¢ 10000 1 +.xe O 10000 TYYYYMMDD
[61 A Alternative:
[L7] A MMDDYYYY¢ O 10000 1o O 10000 TYYYYMMDD

A%

[WSID: DATES]
v YYYYMMDD¢FROMMDY MMDDYYYY
[1]1] A Converts dates in form MMDDYYYY to form
(2] A YYYYMMDD by numerical manipulations.
3] A The steps: 3221986 > 1986 -
[4] A (198600000000-1986) > 198603220000 -» 19860322
[51 n
[6] YYYYMMDD«L (MMDDYYYY+99999999%x10000 I MMDDYYYY)+10000
v
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[WSID: DATES]

vV YYYYMMDD«FROMMDYA MMDDYYYY
[1] nA Converts dates in form MMDDYYYY to form YYYYMMDD
[2] A by unpacking, rotating and re-packing the digits.
[3]1] A The steps: 3221986 > 322 1986 -» 1986 322 -» 19860322
[4]1 n
[51 YYYYMMDD¢ 10000 1 +.xe O 10000 TMMDDYYYY
[61 A Alternative:
[7) A YYYYMMDD¢ O 10000 1e O 10000 TMMDDYYYY

\'%

[WSID: DATES]
vV DAYS¢TODAYS YYYYMMDD;DD;YYYYMM;MM;YYYY;[JIO
[1] n Converts date (YYYYMMDD) to number of days since
[2] @A Feb. 29, 0000.
[31] 0I0«1
£41 DD«1001YYYYMMDD
£51 YYYYMMe (YYYYMMDD-DD)+100
[61] MM¢100I1YYYYMM
[71 YYYYe(YYYYMM-MM)+100
[8] @A Treat Jan and Feb as if in prior year (to have
[9]1] A leap day at end of yr)
[10] YYYYeYYYY-MM=<2
[11] A Days from Feb. 29, 0000 to prior Feb. 28/29 (leap
[12] A year every 4th year, no leap year every 100th vyear,
[13]1 A leap year every 400th year):
[14]1 DAYS«(365%XYYYY)+-/LYYYYo.+ 4 100 400
[151 A Add in DD days and days from prior Feb. 28/29
{161 DAYSeDAYS+DD+(306 337 0 31 61 92 122 153 184 214 245
275)[MM]
v

[WSID: DATES]

vV DAYS¢TODAYSA YYYYMMDD;DD;MM;YYYY;YYYYMM;OIO
[11] n Converts date (YYYYMMDD) to no. of days
[2] A since Feb. 29, 0000.
£31 DD€«100 I YYYYMMDD
£41 YYYYMM«(YYYYMMDD-DD)+100
[51 MM¢1001YYYYMM
[6] YYVYYe(YYYYMM-MM)+100
[7] A Treat Jan and Feb as if in prior year (to
[8] a have leap day at end of year):
[9] YYYYe€YVYYY-MM=<2
[10]1 A Days from Feb. 29, 0000 to prior Feb. 28/29
[111 m (146097, 36524, 1461, 365 days in 400, 100,
[12] A 4, 1 year cycles):
[131 DAYSe 146097 36524 1461 365 +.x 0 4 25 4 TYYYY
[14] A Add in DD days and days from prior Feb. 28/29:
[15] DAYS«DAYS+DD+(306 337 0 31 61 92 122 153 184 214 245

275)IMM]
v
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(11
[21
[31
(41
51
(61
[71
(81
[o9l
{101
(111
(121
[131
[141
{151
(161
[171
£181
(191
£201]
(2113
[221
[231
£241
[25]
{261
[271
[281

(291
[301]

[311]
(321
(331
[34]
(351

v

v

[WSID: DATESI]
YYYYMMDD¢FROMDAYS DAYS;:;DD; IND;MM;PDAYS ;RDAYS;SHAPE;Y;
YYYY;0OIO
A Converts number of days since Feb. 29, 0000
A to date (YYYYMMDD).

O010¢1
A Work with array as a vector and reshape when done:
SHAPE«pDAYS
DAYS«,DAYS
A Approximate year (only off for some 2/28,
A 2/29 and 3/1 dates); 365.2425 is used because
A there is a leap year every 4th year (+.25),
A no leap year every 100th year (-.01), leap
A year every 400th year (+.0025):

YYYYe€LDAYS+365.2425

A Number of days from Feb. 29, 0000 to Feb. 28/29 of

A prior year:

PDAYS«(365xYYYY)+-/LYYYYo.+ 4 100 400

A Number of days from start of year to specified date:
RDAYS¢DAYS-PDAYS

A Branch unless year may be too small by 1 (e.g. 3/1):
> (xpIND¢ (RDAYS=366)/1pRDAYS)II{L1
YYYYLIND]«Ye€YYYYIINDI+1
RDAYS[IND]«DAYSLIND1-(365%xY¥)+~-/LYo.+ 4 100 400

A Branch unless year too big by 1 (e.g. 2/29 looks

A like 3/0):

L1:>(xpIND«(RDAYS=0)/1pRDAYS)I{L2
YYYYIIND]¢YeYYYY[INDI+T1
RDAYSLIND]¢DAYSLINDI-(365xY)+-/LYo.+ 4 100 400

A Determine month no. from no. days from start of yr:

L2:MMe(31 30 31 30 31 31 30 31 30 31 31 29 /2¢112)L
RDAYS]

A Determine day no. from no. days from start of mon.:
DD¢RDAYS-(306 337 0 31 61 92 122 153 184 214 245 275)1[
MM1]

A Correct for fact that Jan. and Feb. are treated

A as if in prior yr (to have leap day at end of yr):
YYYYe€YVYYY+MM=2

A Repack and reshape result:
YYYYMMDD¢SHAPEpeDD+(100xXMM)+10000xYYYY
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[WSID: DATES]
vV YYYYMMDD«FROMDAYSA DAYS;L4;L400;MM;N1;N4;N100;N400;
YYYY;0OIO
[11 a Converts number of days since Feb. 29, 000
[2] @A to date (YYYYMMDD).
[31] 0I0¢1
[4] A Reduce no. days by 1 so day 0 is Mar. 1, 0000:
[5] DAYS¢«DAYS+"1
[6] A No. of 400 year cycles (146097 days) preceding
[7] na each date:
£81 N400€LDAYS+146097
[9] @A No. days since last 400 year cycle:
[10] DAYS¢DAYS-N400x146097
[11]1 a Flag 400 year leap dates (e.g. Feb. 29, 1600)
f{12]1] A and change to Feb. 28:
[13]1 1.400¢DAYS=146096
[141 DAYS€DAYS-1400
[151 A No. of 100 year cycles (36524 days) preceding
[16] n each date:
[17]1 N100¢«LDAYS+36524
{181 A No. days since last 100 year cycle:
[191 DAYS¢DAYS-N100x36524
[20] A No. of 4 year cycles (1461 days) preceding each
[211 A date:
[22] N4€LDAYS+1461
[23] A No. days since last 4 year cycle:
{241 DAYS«DAYS-N4x1461
[25]1 A Flag 4 year leap dates (e.g. Feb. 29, 1988)
[26]1 A and change to Feb. 28:
[27]1 L4«DAYS=1460
[28]1 DAYS€¢DAYS-L4
[29] A No. of 1 year cycles (365 days) preceding each
[30] A date:
[31] N1¢LDAYS+365
[32]1 A No. days since last 1 year cycle:
[331 DAYS¢DAYS-N1x365
{341 A Increase no. days by 1 so days are 1 to 365:
[351 DAYS¢DAYS+]
[36]1 A Determine month no. from no. days from start of yr:
[37] MMe(31 30 31 30 31 31 30 31 30 31 31 28 /2¢L12)L[DAYS]
[381 A Determine day no. from no. days from start of mon.:
{391 DAYS¢«DAYS-(306 337 0 31 61 92 122 153 184 214 245 275)
[MM1]

[40]1 m Add back in leap days:
{411 DAYS€DAYS+L4+L400
[42] A Determine year from no.s of 400, 100, 4, 1 year
[43]1 A cycles:
{441 YYYY€N1+(4xN4)+(100xXN100)+400xN400
[45] a Correct for fact that Jan. and Feb. are treated as
[46]1 a if in prior year (to have leap day at end of yr):
471 YYYYeYYYY+MM=2
[48]1 A Pack year, month, day together:
{491 YYYYMMDD¢DAYS+100xMM+100xYYYY

v
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[WSID: DATES]
V QTS«TOQTS YYYYMMDD
[1] A Converts date (YYYYMMDD) to OTS format (YYYY MM DD).
[21 QTS« 0 100 100 TYYYYMMDD
v

[WSID: DATES]
vV YYYYMMDD«FROMQTS QTS
[1] A Converts date from OTS format (YYYY MM DD)
(2] A to YYYYMMDD format.
[3] YYYYMMDD¢« 10000 100 1 +.XxQTS
[41 A Alternative:
[5] A YYYY« O 100 100 1QTS
v

[{WSID: DATES]
vV DAYS«TODAYS360 YYYYMMDD
Converts dates in form YYYYMMDD to days since
January 1, 0000 assuming a 30 days per month,
12 months per year, 360 days per year calendar.
The 31st day is treated like the 30th.

(11
[21
[31
[4]
[51]
(6] Change DD=31 to DD=30 and subtract 1 from all days
£71 and 1 from all months:
[81 YYYYMMDD¢YYYYMMDD-101+31=1001YYYYMMDD
[9] DAYS¢ 360 30 1 +.x 0 100 100 TYYYYMMDD
[10]1 A Alternative:
[11]1] A DAYS¢ 0 12 30 1 0 100 100 TYYYYMMDD

\4

D2D2D2DDD®DD

[WSID: DATES]

vV YYYYMMDD¢«FROMDAYS360 DAYS
{11 A Converts days since December 30, "1 to dates in
(2] A form YYYYMMDD assuming a 30 days per month, 12
[3]1 n months per year, 360 days per year calendar.
(41 na
[51] A Add 1 to all days and 1 to all months (101):
(61 YYYYMMDD«101+ 10000 100 1 +.x O 12 30 TDAYS
[7] a Alternative:
[8] A YYYYMMDD«101l+ O 100 100 1 O 12 30 TDAYS

v
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Chapter 9 MANIPULATING DATES

PROBLEMS: (Solutions on pages 364 to 365)

1. Most bonds pay semi-annual coupons (interest payments). That is,
every six months the holder of the bond receives one coupon
payment to compensate the holder for the use of his or her
money. The bond has printed on it a maturity date, i.e. the date
when the final semi-annual coupen is to be paid and when the face
(par) value is to be repaid. When a bond is sold prior to
maturity, the purchase date usually falls somewhere between two
coupon dates. Since the seller and the buyer each hold the bond
during a portion of the 6 month coupon period, each is entitled
to a portion of the next coupon payment. Traditionally, the
buyer pays the seller a portion (called the accrued interest) of
the next coupon in addition to the agreed-upon purchase price.
The number of days the bond was held by the seller is compared to
the number of days the bond will be held by the buyer and the
coupon is divided proportionately. The number of days is
computed using a 360 day year (12 months of 30 days).

Given two vectors PDATES and MDATES which respectively represent
the purchase dates and maturity dates (in YYYYMMDD representation)
of a set of bonds, determine the fractions of the coupons paid
for accrued interest at purchase.

2. Suppose you borrow $1000 and agree to pay .1% (.001) of the
outstanding balance per day. If the variables BDATE and RDATE
represent the dates (in YYYYMMDD format) on which you
respectively borrow and repay the loan, how much interest do you
pay?

3. Dates stored in the YYYYDDD representation (e.g. 1986081 for
March 22, 1986) are sometimes called "Julian" dates. The last
three digits represent the number of days from the previous
December 31. Write the utility function TOYD and FROMYD which
may be used to convert dates in the YYYYMMDD representation to or
from the Julian representation.

4. What expressions will return the day of week today as a character
vector (e.g. 'TUESDAY')? (Hint: Feb. 29, 000 was a Tuesday.)
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